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Basic setup

To keep it simple, we’ll assume:

I E is an elliptic curve over Q, of rank at least 1.

I p is a prime of good, ordinary reduction, and also
non-anomalous (in other words, almost all primes are ok)

Throughout the talk, M is an integer describing p-adic precision
(i.e. we want answers mod pM).

David Harvey Implementation experience in SAGE



Outline
What are p-adic heights?

The algorithm
SAGE performance issues

The p-adic height function

There is a function called the p-adic height function (more
precisely, the cyclotomic p-adic height, with a certain
normalisation):

hp : E (Q)→ Zp.

(This is not the local height you read about in Silverman.)
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Who cares about p-adic heights?

I p-adic heights show up in a p-adic version of the
Birch–Swinnerton-Dyer conjecture, via the p-adic regulator. (I
don’t think this one is worth a million bucks.)

I William has lots of cool hardware, and needs something to run
on it to justify all that grant money.
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Properties of the p-adic height function

I The p-adic height is a quadratic form:

hp(nP) = n2hp(P).

I In some ways it is analogous to the classical Neron-Tate
height (which is real-valued).

I However, no interpretation is known for hp(P) in terms of the
“arithmetic complexity of P”.

I A major open question is: is the quadratic form
non-degenerate on E (Q)? (i.e. is the p-adic regulator zero?)
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Brief history

I Important players in the game: Mazur, Tate, Schneider,
Perrin-Riou, .... (and many others)

I Things really took off around early-mid 1980s.

I Only last year was a method discovered for computing p-adic
heights at a reasonable speed (Mazur, Stein, Tate, with help
from Katz and Kedlaya).
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p-adic heights in SAGE

Jennifer Balakrishnan, Liang Xiao, Robert Bradshaw and I
implemented the Mazur/Stein/Tate algorithm at the MSRI
workshop on modular forms (August 2006). After the workshop, I
cleaned up the code, and now p-adic heights can be computed
easily in SAGE:

sage : E = E l l i p t i c C u r v e ( ”37a” )
sage : E

E l l i p t i c Curve d e f i n e d by yˆ2 + y = xˆ3 − x ove r Ra t i o n a l F i e l d
sage : h = E . p a d i c h e i g h t (5 , 10)
sage : P = E . gens ( ) [ 0 ]
sage : P
(0 : 0 : 1)

sage : h (P)
2 + 4∗5 + 5ˆ2 + 2∗5ˆ3 + 2∗5ˆ4 + 3∗5ˆ5 + 2∗5ˆ6 + 4∗5ˆ7 + 5ˆ8 + 4∗5ˆ9 + O(5ˆ10)
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Algorithm overview

1. Compute the matrix of Frobenius acting on a certain
2-dimensional p-adic cohomology space, to precision ∼ M.

2. Recover the value of the p-adic modular form E2 ∈ Zp from
the matrix.

3. Using E2, compute the first ∼ M terms of the p-adic sigma
function, σ(t) ∈ Zp[[t]], to precision ∼ M.

4. Given a point P ∈ E (Q), compute Q = nP such that
t = −xQ/yQ ≡ 0 mod p; then can evaluate σ(Q) by
substitution.

5. Apply a magical formula:

hp(Q) = logp

(
σ(Q)

d(Q)

)
.
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Algorithmic complexity

The algorithmic complexity was not studied in detail by
Mazur/Stein/Tate. I have analysed it very carefully :-) Trying to
improve the runtime (both asymptotic and constant) pushed me
up against many of the boundaries of what SAGE can presently do.

(All O(X ) notation in this section ignores logarithmic factors.)
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Complexity of computing frobenius matrix

I Depends on running time of Kedlaya’s algorithm.

I Our MSRI implementation was about O(pM3).

I MAGMA implementation (Mike Harrison) seems to be
O(p2M2). I observed the p2 contribution empirically; I don’t
understand why it’s there.

I The “correct” runtime, according to Kedlaya, which I
implemented after MSRI workshop, is O(pM2).

I In order to reach these asymptotics, we needed to implement
a specialised class for representing elements of the ring
Zp[x , y ]/(y2 − x3 − ax − b). (It would be nice if someone
would make a template class for new rings!)
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Complexity of computing p-adic sigma function

I Method of Mazur/Stein/Tate, if implemented carefully,
requires O(M2.5). Dominated by series reversions and
compositions.

I MAGMA implementation (by William Stein) was something
like O(M4). Several underlying primitives were not
implemented optimally.

I Our MSRI implementation was much, much worse.... (maybe
O(M7)?)

I I simplified Mazur/Stein/Tate to make the series reversions
and compositions unnecessary. Also had to write several
primitives not already in SAGE, like fast series exponentation,
and fast computation of formal power series attached to an
elliptic curve. Now it’s O(M2).
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Complexity of adjusting P

I An unforseen difficulty with Mazur/Stein/Tate is that you
need to compute nP where n = #E (GF (p)) ≈ p. So
coordinates of nP have about n2 ≈ p2 digits!!! Complexity is
about O(p2M). D’oh!

I I worked out a method, using division polynomials, to get the
required information in only O((log p)3M) time. This required
generalising SAGE’s division polynomial code, which wasn’t
quite flexible enough.
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Overall complexity

I Altogether, we get O(pM2).

I Reaching this asymptotic complexity required writing several
“fundamental” algorithms that SAGE was missing, algorithms
that had nothing to do with p-adic heights in particular,
algorithms that one would expect any self-respecting
computer algebra system to have already :-)

I But no matter which algorithm we use...

the MAGMA
implementation still kills us for small p and M. Which brings
me to the next part of my talk.
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SAGE can be very slow at certain things. For the rest of this talk, I
will discuss two things in particular that cause problems with the
p-adic heights algorithm:

I The p-adic number classes

I NTL interface issues
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I Written in pure Python.

I I would much rather be using a p-adic integer class than a
p-adic rational class, but it doesn’t exist (yet).

I Underlying representation is slow for certain operations. The
element pnu ∈ Qp (where u is a unit) is stored as the pair
(n, u), where u is just stored as a single large integer. So for
example addition can involve computing a large power of p!

I Lots of bugs! Trac #51, #64, #85, #86, #89, #4, #12,
#52, #98, #49, #53, #57 — some of these were really evil.
I fixed the ones that were affecting my code (I hope!)

I The class needs a complete rethink and rewrite. (Which some
people in this room have been doing.)
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I The algorithm involves lots of manipulations of polynomials
over Qp (or Zp). In SAGE, polynomial multiplication over Qp

is currently done using generic multiplication algorithms, at
best with Karatsuba, which is asymptotically not fast enough.
(Using PARI wouldn’t help; it uses Karatsuba too.)

I When SAGE gets a decently fast p-adic integer/rational class,
we also need to write a specialised p-adic polynomial class.
We should probably be using NTL. Also, multiplying
polynomials over Zp is subtle, especially if the precision of the
coefficients varies and we care about getting the most
accurate answer possible. (Which was precisely the situation
in the p-adic heights algorithm.)
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For all the above reasons, I hardly used the p-adic classes at all. In
all the time-critical parts, I worked entirely within fixed precision
rings Z/pnZ, and I kept track of precision issues “manually”. This
is unfortunate, because the code would have been far simpler and
easier to write if a good p-adic class had been available.
Arithmetic in Z/pnZ is much much faster (thanks in part to recent
work by Robert Bradshaw). Also, polynomials over these rings use
the wonderful NTL library, which I’ll speak about next.
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What is NTL?

I NTL (“Number Theory Library”) is a C++ library written by
Victor Shoup that does, among other things, ludicrously fast
polynomial arithmetic over Z and Z/nZ. (In many cases,
much faster than MAGMA.)

I SAGE has an interface to NTL, mostly hidden from the user.
Both f and g in this example are stored as NTL objects:

sage : R.<x> = Polynomia lR ing (ZZ)
sage : f = xˆ3 + x + 1
sage : S.<y> = Polynomia lR ing ( I n t e g e r s ( 125 ) )
sage : g = yˆ3 + y + 1

I As I said above, my code makes heavy use of NTL
polynomials.
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Problems with NTL interface

I NTL has a “global modulus”. If you want to work mod N,
you set the modulus to N. An NTL object is only guaranteed
to work correctly when the modulus is set to the same one
under which the object was created.

I There are bugs in SAGE regarding resetting the NTL
modulus. For example:

sage : x = Po lynomia lR ing ( I n t e g e r s ( 1 0 0 ) ) . gen ( )
sage : p = 3∗x
sage : q = 7∗x
sage : y = Po lynomia lR ing ( I n t e g e r s ( 8 ) ) . gen ( )
sage : p + q
2∗x

sage : p + q
10∗x
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Problems with NTL interface

Actually, the NTL modulus situation is much worse than that.
Every time you change the modulus, NTL does a bunch of
precomputations to speed up subsequent operations under that
modulus. NTL provides a mechanism to save these
precomputations, but SAGE never uses it. So we do the
precomputations way too often.
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Problems with NTL interface

Another problem is getting data in and out of NTL. Currently, to
retrieve a integer coefficient from a polynomial:

I NTL stores the coefficient internally using GMP.

I A C++ wrapper file retrieves the coefficient as a C string (in
a new buffer) in decimal notation.

I A Pyrex wrapper file calls the C++ wrapper and puts the
result in a new Python string object.

I The Pyrex wrapper calls the SAGE Integer constructor, which
converts the Python string to SAGE’s internal GMP
representation!
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Problems with NTL interface

I The code is amusing to read, but slow. For example:

sage : R = I n t e g e r s (125)
sage : S.<x> = Polynomia lR ing (R)
sage : t ime L = [R . random element ( ) f o r i n range ( 10ˆ5 ) ]
Wal l t ime : 7 .13
sage : t ime f = S(L)
Wal l t ime : 3 .14
sage : t ime L = f . l i s t ( )
Wal l t ime : 2 .33
sage : t ime g = f∗ f
Wal l t ime : 0 .72

I It’s entirely possible to copy the raw bytes from NTL’s GMP
representation to our own GMP representation. I’ve tried this,
and it works. But to do it properly requires a complete rewrite
of the NTL wrapper. In fact, for the best performance, the
polynomial class itself should negotiate directly with NTL.
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“Implement it and send me a patch.”
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