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Notation

M(n) := number of bit operations needed to multiply two n-bit integers.

The iterated logarithm:

log∗(x) :=

{
0 if x ≤ 1,

1 + log∗(log x) if x > 1.

It is a very slowly growing function:

log∗(e(e
(e(e

(ee ))))) = 6.
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Bounds for M(n)

< 1962 ? n2

1962 Karatsuba nlog 3/ log 2 ≈ n1.58

1971 Schönhage–Strassen n log n log log n

2007 Fürer n log n K log∗ n for some K > 1

2014 H.–van der Hoeven–Lecerf n log n 8log
∗ n
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How to multiply large integers
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How to multiply large integers

Input: positive n-bit integers u and v .

Output: w = u × v .

1 Choose b exponentially smaller than n, say b := log n or (log n)2.

2 Chop up u and v into n/b chunks of b bits each:

u = U(2b), v = V (2b),

where U,V ∈ Z[x ], degree about n/b, coefficients about b bits.

3 Use fast polynomial multiplication algorithm to compute

W (x) = U(x)V (x).

4 Evaluate
w = W (2b).
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How to multiply large integers

Example:

u = 314159265, v = 271828182.

U(x) = 314x2 + 159x + 265, V (x) = 271x2 + 828x + 182

W (x) = 85094x4 + 303081x3 + 260615x2 + 248358x + 48230

48230
248358

260615
303081

85094 +
w = W (1000) = 85397341863406230.

7 / 36



How to multiply large integers

How to multiply polynomials modulo xN − 1:

C[x ]/(x128 − 1)
↓

C[x ]/(x64 − 1)⊕ C[x ]/(x64 + 1)
↓

C[x ]/(x32 − 1)⊕ C[x ]/(x32 + 1)⊕ C[x ]/(x32 − i)⊕ C[x ]/(x32 + i)
↓
· · ·
↓⊕127

k=0 C[x ]/(x − e2kπi/128) ∼= C128.

Total cost: O(N log N) operations in C.

Numerical issue: need about 2b significant bits in C.
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How to multiply large integers

The algorithm sketched above was written down in the same paper as the
famous “Schönhage–Strassen algorithm” (1971).

It reduces an n-bit integer multiplication to many small integer
multiplications of size O(b).

Complexity:

M(n) = n(log n)(log log n) · · · (log◦ log
∗ n n) K log∗ n

for some K > 1.
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Sketch of the HvL algorithm

(more precisely, a variant of the algorithm, which is not actually what we
wrote in the paper, but which is more convenient for this talk)
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Sketch of the HvL algorithm

What happens if we merge two layers into one step?

C[x ]/(x128 − 1)
↓

C[x ]/(x32 − 1)⊕ C[x ]/(x32 + 1)⊕ C[x ]/(x32 − i)⊕ C[x ]/(x32 + i).

Needs 32 applications of this map:
a0
a1
a2
a3

 7→


a0 + a1 + a2 + a3
a0 − a1 + a2 − a3
a0 + ia1 − a2 − ia3
a0 − ia1 − a2 + ia3

 .

This is a DFT (discrete Fourier transform) of size 4.
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Sketch of the HvL algorithm

More generally, could merge ` layers together:

C[x ]/(xN − 1)
↓

C[x ]/(xN/2` − 1)⊕ · · · ⊕ C[x ]/(xN/2` − ω)︸ ︷︷ ︸
2` summands

The entire problem reduces to a collection of DFTs of length L = 2`.

We will take L ≈ log n.

These ‘small’ DFTs are exponentially smaller than the original problem.
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Sketch of the HvL algorithm

If we use “fast Fourier transforms” for these DFTs, we don’t save anything.

The trick is to do these DFTs a different way!

Bluestein’s FFT algorithm (1970) converts a DFT to a convolution
problem via the identity

L−1∑
j=0

ζkjaj = ζk
2/2

L−1∑
j=0

ζ−(k−j)
2/2(ζ j

2/2aj).

(Here ζ = L-th root of unity.)

13 / 36



Sketch of the HvL algorithm

So we have reduced the problem to a bunch of ‘small’ multiplications in

C[x ]/(xL − 1),

where the coefficients have about 2b significant bits.

Now use the same trick as before: split the coefficients into tiny pieces.

Get a bunch of multiplications in

C[y , x ]/(yM − 1, xL − 1),

but now with exponentially smaller working precision.

Now recurse!

Doing everything carefully leads to M(n) = O(n log n 8log
∗ n).

14 / 36



Faster multiplication using Mersenne primes
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Faster multiplication using Mersenne primes

There is an annoying bottleneck in the previous algorithm.

Recall the reduction

C[x ]/(xL − 1) =⇒ C[y , x ]/(yM − 1, xL − 1).

We chopped each coefficient of 2b bits into M/2 tiny pieces.

We need to work modulo yM − 1 because of degree growth.

But only the top M/2 coefficients of the product are actually used.

This is hugely wasteful: we throw away half of the product!
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Faster multiplication using Mersenne primes

Here is a simpler example of the same issue.

Suppose you know π to 10 decimal places:

π ≈ 3.1415926536.

Suppose you want to compute π2 to 10 decimal places.

You compute the integer product

31415926536× 31415926536 = 986960440115348959296.

But only the top half of the answer is meaningful:

π2 ≈ 9.869604401.
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Faster multiplication using Mersenne primes

Unfortunately, FFT-based multiplication algorithms cannot compute the
top half of a product any faster than the whole thing!

This is the notorious truncated product obstruction.

But they can compute “cyclic” products more efficiently.

For example, we can compute a product modulo 2n − 1 about twice as fast
as a product modulo 2n.

Goal: replace C by a coefficient ring that can exploit cyclic products.
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Faster multiplication using Mersenne primes

A Mersenne prime is a prime of the form p = 2q − 1.

There are 49 known Mersenne primes, given by these values of q:

2, 3, 5, 7, 13, 17, 19, 31, 61, 89, 107, 127, 521, 607, 1279, 2203, 2281, 3217,

4253, 4423, 9689, 9941, 11213, 19937, 21701, 23209, 44497, 86243,

110503, 132049, 216091, 756839, 859433, 1257787, 1398269, 2976221,

3021377, 6972593, 13466917, 20996011, 24036583, 25964951, 30402457,

32582657, 37156667, 42643801, 43112609, 57885161, 74207281.

It is not known if there are infinitely many.
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Faster multiplication using Mersenne primes

Idea: replace C by Fp[i] ∼= Fp2 , where p is a Mersenne prime.

How to multiply polynomials in Fp[i][x ]/(xN − 1):

1 Reduce to many ‘short’ multiplications in

Fp[i][x ]/(xL − 1).

2 Chop coefficients into tiny pieces. Get a bunch of products in

Fp′ [i][y , x ]/(yM − 1, xL − 1),

where p′ is an exponentially smaller Mersenne prime.

3 Recurse!
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Faster multiplication using Mersenne primes

We need to assume the Lenstra–Pomerance–Wagstaff conjecture:

There exists a constant c > 0 such that the number of Mersenne primes
less than x grows like c log log x as x →∞.

Then we can prove:
M(n) = O(n log n 4log

∗ n).

We save a factor of two at each recursion level, precisely by avoiding the
truncated product obstruction.

(See §9 of H.–van der Hoeven–Lecerf, 2015.)
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Faster multiplication using generalised Fermat primes
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Faster multiplication using generalised Fermat primes

Covanov–Thomé (2015 preprint) give another algorithm that achieves

M(n) = O(n log n 4log
∗ n).

They rely on the existence of certain generalised Fermat primes of the form

p = r2
λ

+ 1

where r is of a similar size to 2λ.

For example:
p = 1348256 + 1.
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Faster multiplication using generalised Fermat primes

Heuristically there should be enough of these primes to make their
algorithm work.

But no-one can prove anything!

Notice that r2
λ

+ 1 is a special case of

n2 + 1,

and we don’t even know if there are infinitely many primes of this form.
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Faster multiplication using generalised Fermat primes

They take the coefficient ring to be Fp where p = r2
λ

+ 1.

Notice that r is a 2λ+1-th root of unity in Fp.

They represent elements of Fp in the form

a0 + a1r + · · ·+ a2λ−1r2
λ−1.

In this representation, it is trivial to multiply by powers of r .

This gives them a fast way of computing ‘small’ DFTs.
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Faster multiplication using generalised Fermat primes

This is actually very close to Fürer’s original algorithm.

Fürer also constructed (unconditionally) a special coefficient ring that
permits ‘fast’ roots of unity.

The difference is that Fürer needs more zero-padding.

His approach yields

M(n) = O(n log n 16log
∗ n).

The Covanov–Thomé construction is more compact (but conjectural).
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Faster multiplication using plain vanilla FFT primes
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Faster multiplication using plain vanilla FFT primes

Let P(r , d) := smallest prime in the arithmetic progression x = r (mod d).

Let P(d) := max(r ,d)=1 P(r , d).

I will sketch a new (unpublished) algorithm that achieves

M(n) = O(n log n 4log
∗ n),

assuming a conjectural bound for P(d).

28 / 36



Faster multiplication using plain vanilla FFT primes

Linnik’s theorem (1944): P(d) = O(dL) for some constant L.

Current record is L = 5.18 (Xylouris, 2011).

Under GRH can get L = 2 + ε.

These bounds are much too weak for our purposes.
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Faster multiplication using plain vanilla FFT primes

I need a much stronger conjecture of Heath-Brown (1978):

P(d) = O(ϕ(d) log2 d).

Apparently no-one has any idea how to prove it.

Li, Pratt and Shakan (2016 preprint) suggest the more precise statement:

lim inf
d

P(d)

ϕ(d) log2 d
= 1, lim sup

d

P(d)

ϕ(d) log2 d
= 2.

These conjectures follow naturally if we assume that an integer x = r
(mod d) has the same ‘probability’ of being prime as a random integer of
the same size, after for some correction to account for divisors of d .
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Faster multiplication using plain vanilla FFT primes

The algorithm is similar to the algorithm based on Mersenne primes.

Instead of working over Fp[i] where

p = 2q − 1,

we work over Fp[i] where
p = a · 2m − 1,

and where a = O(m2).

Heath-Brown’s conjecture implies that we can find such a prime for any m.

These primes are similar to the ‘FFT primes’ of the form

p = a · 2m + 1

used by many software libraries, e.g., Victor Shoup’s NTL package.
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Faster multiplication using plain vanilla FFT primes

Example: p = a · 21000 − 1 is prime for

a = 240, 915, 1197, 1490, 1538, 1734, 2319, 2562, 2910, . . .

Still plenty of options before reaching a ≈ 106!

In hexadecimal:

EFFFFF(...skip 240 digits...)FFFFFF,
392FFFF(.....................)FFFFFF,
4ACFFFF(.....................)FFFFFF,
5D1FFFF(.....................)FFFFFF,
601FFFF(.....................)FFFFFF,
6C5FFFF(.....................)FFFFFF,

...
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Faster multiplication using plain vanilla FFT primes

How does the algorithm work?

Consider a product in Fp[i] where p = a · 2m − 1.

Split into tiny pieces; convert to product in

Fp′ [i][y ]/(yM − a)

where p′ = a′ · 2m′ − 1 is an exponentially smaller ‘FFT prime’.

Key observation: if M is a power of two, then a is an M-th power in Fp′ [i]!

So we can convert the problem to a product in

Fp′ [i][y ]/(yM − 1).

Apart from this twist, the algorithm is the same as before.
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Faster multiplication using plain vanilla FFT primes

Advantages compared to Mersenne/generalised Fermat primes:

We know there are plenty of primes in each arithmetic progression
(Dirichlet’s theorem).

We even know their asymptotic density. (The question at issue is
when the first one occurs.)

There appear to be gazillions of suitable primes.

Algorithm is technically much simpler than Mersenne prime algorithm.

Disadvantages:

The Covanov–Thomé algorithm may be more practical, for some
value of the word ‘practical’.
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Thank you!
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