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Integer multiplication

Complexity model: standard multitape Turing machine with 1-dim tapes.

Let M(n) = cost of multiplying n-bit integers.

Theorem (H.–van der Hoeven, 2021)

M(n) = O(n log n).

Conjecture (Schönhage–Strassen, 1971)

M(n) = Ω(n log n).
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Integer multiplication

No super-linear lower bound for M(n) is known!

Partial lower bound results:

• “Online” multiplication is Ω(n log n) (Paterson–Fischer–Meyer 1974).

• DFTs over C require Ω(n log n) operations in a restricted algebraic
model (Morgenstern 1973).

• Integer multiplication is Ω(n log n) in Boolean circuit model,
assuming a conjecture in network coding (Afshani et al, 2019).
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Matrix transposition

Let T(n) = cost of transposing
p

n×
p

n binary matrix.

Theorem (folklore, ≈ 1970s)

T(n) = O(n log n).

Proof.

Apply recursively
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.

Number of recursion levels is O(log n).

Cost to disassemble/reassemble matrices is O(n) at each level.
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Matrix transposition

No super-linear lower bound for T(n) is known.

Conjecture (folklore?)

T(n) = Ω(n log n).

Stoß (1973) proved an Ω(n log n) lower bound assuming that the Turing
machine can only “move” data, but not perform actual computations.
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New results

In this work, we present reductions from matrix transposition to integer
multiplication. Sample consequences:

Theorem

If lim
n→∞

T(n)
n log log n

=∞ then M(n) = Ω(T(n)).

(“If transposition is sufficiently hard, then multiplication is at least as
hard as transposition.”)

Corollary

If T(n) = Ω(n log n), then M(n) = Ω(n log n).

(“If transposition is as hard as expected, then so is multiplication.”)

Theorem

If T(n) ̸= O(n log∗ n), then M(n) ̸= O(n).

(“If transposition cannot be performed in (almost) linear time, then
multiplication cannot be performed in linear time.”)
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Sketch of proofs — DFTs (discrete Fourier transforms)

For u ∈ Cn, define û ∈ Cn by ûk :=
n−1
∑

j=0

e−2πijkuj, 0⩽ k< n.

Bluestein–Kronecker trick1

Computing a DFT of length n with numerical precision Θ(log n) bits may
be reduced to an integer multiplication problem of size O(n log n) bits.

Cooley–Tukey decomposition2

A DFT of length n1n2 may be decomposed into:

a) n1 DFTs of length n2 (“column transforms”)
b) n1n2 multiplications by “twiddle factors”, and
c) n2 DFTs of length n1 (“row transforms”).

1Announced by H.–van der Hoeven–Lecerf in 2016, but actually first published by
Schönhage in 1982.
2Published by Cooley–Tukey in 1965, but actually discovered by Gauss around 1805.
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Sketch of proofs — the core reduction

Consider a slightly different transposition problem:

Transpose a d× d matrix with β-bit entries, β= Ω(log d).

The following algorithm reduces this to O(1) products of integers of bit
size O(d2β) plus other “negligible” stuff:

1. Regard matrix as u ∈ Cd2
with numerical precision Θ(β) bits.

2. Compute DFT û of u (of length d2) using Bluestein–Kronecker trick.

3. Compute inverse DFT of û using Cooley–Tukey decomposition to
reduce to row/column inverse DFTs (of length d).
Each row/column DFT is handled via Bluestein–Kronecker trick.

4. Round result to Zd2
and convert back to matrix.

Key point: results come back in transposed order due to algebraic
properties of the Cooley–Tukey decomposition. (Same reason that
textbook FFT algorithms naturally return results in “bit-reversed” order.)
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Sketch of proofs — matrices with smaller entries

To handle smaller entries, e.g. a binary matrix, we can decompose into
subproblems handled by the core reduction.

For example, to transpose an n× n binary matrix:

1. Split into (n/ log n)× (n/ log n) array of
log n× log n blocks.

2. Use the core reduction to transpose so that
each block is stored in consecutive log2 n bits.

3. Transpose within each block using folklore
algorithm.

4. Transpose the blocks themselves using core
reduction.

5. Undo step 2 to reassemble matrix.

log n

n
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Other computational models?

Our reductions still work in various models, but they are not very
interesting:

• Boolean circuits.
Transposition is trivial (zero cost)!
So we learn nothing about multiplication this model.

• Turing machines with d-dimensional tapes for d⩾ 2.
Transposition is linear time.
So again we learn nothing about multiplication.

Integer multiplication is at least as hard as matrix transposition | David Harvey (UNSW Sydney) 10/10



Thanks for your attention!
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