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The DFT of length n over C is a linear map Tn : Cn → Cn defined by

(Tnu)k :=
n−1∑
j=0

ζ−jkn uj, u ∈ Cn, 0 ⩽ k < n,

where ζn is the primitive complex n-th root of unity ζn := e2πi/n.

Equivalently, Tn evaluates the polynomial

u(x) = u0 + u1x+ · · ·+ un−1xn−1

at the n-th roots of unity (powers of ζn).
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Example: let ζ := e2πi/5. Then the matrix of T5 is
1 1 1 1 1
1 ζ4 ζ3 ζ2 ζ

1 ζ3 ζ ζ4 ζ2

1 ζ2 ζ4 ζ ζ3

1 ζ1 ζ2 ζ3 ζ4



≈


1.00 1.00 1.00 1.00 1.00
1.00 0.309− 0.951i −0.809− 0.588i −0.809+ 0.588i 0.309+ 0.951i
1.00 −0.809− 0.588i 0.309+ 0.951i 0.309− 0.951i −0.809+ 0.588i
1.00 −0.809+ 0.588i 0.309− 0.951i 0.309+ 0.951i −0.809− 0.588i
1.00 0.309+ 0.951i −0.809+ 0.588i −0.809− 0.588i 0.309− 0.951i

 .
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The naive complexity of evaluating the DFT is O(n2) floating-point operations.

The fast Fourier transform improves this to O(n logn) — almost linear time.

The FFT is one of the most significant algorithms ever invented. A small sample of
applications:

• Spectral methods for PDEs (in fact solving the heat equation was Fourier’s
initial motivation for studying Fourier series in the early 1800s)

• Digital signal processing, e.g. audio, image, and video compression
• Medical imaging: MRI, CT scans
• Multiplying huge integers
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The FFTs most commonly found in textbooks are the “decimation in time” and
“decimation in frequency” algorithms for power-of-two transform lengths.

These are special cases of the Cooley–Tukey algorithm (1965).

I don’t have time today to explain the details; it has something to do with
butterflies.
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Aside: the Cooley–Tukey algorithm was invented by Gauss in about 1805 — even
before Fourier’s work was announced!

See the excellent article Gauss and the History of the Fast Fourier Transform,
Heideman et al (1985).
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n time (μs)

64 0.095
128 0.19
256 0.42
512 0.89
1024 2.1
2048 5.1
4096 15
8192 36

n time (μs)

16384 82
32768 190
65536 390
131072 940
262144 4000
524288 12000
1048576 31000

Timings for power-of-two length FFTs∗

∗All FFT timings in this talk refer to FFTW 3.3.4 as packaged for Ubuntu 16.04, running on my laptop
(2.60GHz Intel Core i7-6700HQ, 6 MB cache)
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The Cooley–Tukey algorithm yields FFTs of complexity O(n logn) for any n that is a
product of small primes (for example, n of the form 2a3b5c).

But Cooley–Tukey does not show how to handle n with large prime factors.

In fact, there exist algorithms that can compute a DFT of arbitrary length n in
O(n logn) operations. But the big-O constant is generally worse than the
power-of-two case.
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n slowdown

16374 = 2 · 3 · 2729 8.9
16375 = 53 · 131 7.2
16376 = 23 · 23 · 89 8.5
16377 = 3 · 53 · 103 13.3
16378 = 2 · 19 · 431 7.8
16379 = 11 · 1489 5.7
16380 = 22 · 32 · 5 · 7 · 13 1.4
16381 = 16381 9.9
16382 = 2 · 8191 6.1
16383 = 3 · 43 · 127 6.9

n slowdown

16385 = 5 · 29 · 113 7.7
16386 = 2 · 3 · 2731 7.4
16387 = 7 · 2341 6.9
16388 = 22 · 17 · 241 8.3
16389 = 33 · 607 5.9
16390 = 2 · 5 · 11 · 149 6.9
16391 = 37 · 443 13.8
16392 = 23 · 3 · 683 5.2
16393 = 132 · 97 7.5
16394 = 2 · 7 · 1171 5.7

FFT times for lengths near 214 = 16384, expressed as ratio to FFT time for length 214
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n slowdown

16273 10.0
16301 10.1
16319 9.8
16333 10.0
16339 9.9
16349 10.1
16361 10.0
16363 9.9
16369 10.1
16381 9.8

n slowdown

16411 8.7
16417 9.5
16421 8.7
16427 8.8
16433 8.7
16447 8.7
16451 8.7
16453 8.7
16477 8.7
16481 8.7

FFT times for prime lengths near 214 = 16384, expressed as ratio to FFT time for length 214
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There are two “classical” algorithms for handling general values of n:

• Rader’s algorithm (1968),
• Bluestein’s algorithm (1970).

Both algorithms are used by FFTW in various circumstances.

Roughly speaking, both of them reduce a DFT of length n to a pair of DFTs of
length m ≈ 2n.

The point is that there is some flexibility in the choice of m. For example we can
ensure that m has only small prime factors.

Therefore both algorithms (usually) yield a slowdown ratio of at least 4.
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Why do I care about FFTs of large prime lengths?

In most scientific/industrial applications the user can choose the transform
length. Who in their right mind would choose a prime?

I will briefly describe two situations that have arisen in my research where prime
lengths show up naturally.
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Application #1: integer multiplication.

Recently Joris van der Hoeven and I announced a
new O(n logn) bound for the bit complexity of
multiplying n-digit integers.

One crucial step involves DFTs of prime length.
To prove our main result, we needed to improve
the “slowdown” ratio for these DFTs to 1+ ϵ (at
least asymptotically).
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Application #2: tabulating irregular primes.

A few years ago I was involved in a 10 million CPU hour computation, in which we
calculated the “cyclotomic invariants” for all primes less than 231 ≈ 2× 109.

For each prime p, we needed to compute a few DFTs of length (p− 1)/2 over Fp.

If (p− 1)/2 has large prime factors (which is often the case), then it helps to have
available efficient transforms for these prime lengths.

(See Irregular primes to two billion, Math Comp, 2017.)



Gaussian resampling
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In the rest of the talk I will discuss a new technique for prime-length DFTs called
Gaussian resampling.

This technique was introduced in the O(n logn) integer multiplication paper.

It is closely related to the Dutt–Rokhlin algorithms (1993) for “non-equispaced”
(or “non-uniform”) FFTs.

The term “Gaussian” refers to the use of
the function e−x2 (look closely at the
banknote).
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Gaussian resampling has not yet been implemented, apart from small-scale toy
examples.

I am currently working towards an implementation with a research assistant
(Matthew Di Meglio, recent pure mathematics Honours student).

Our goal is to write C/C++ code that can beat FFTW for transforms of large prime
length, maybe in the range 106 to 109 (?).
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Suppose we want to compute a DFT of length s.

(For example, s could be a prime number.)

We choose some t > s, with gcd(t, s) = 1.

(For example, t could be a power of two.
The gcd condition is not strictly necessary, but it makes things simpler.)

The big picture
We will reduce the problem of computing the original DFT of length s to the
problem of computing a DFT of length t.



Modified DFTs 19/45

Define Fs : Cs → Cs and Ft : Ct → Ct by

(Fsu)k :=
1
s

s−1∑
j=0

e−2πijkt/suj, u ∈ Cs, 0 ⩽ k < s,

(Ftu)k :=
1
t

t−1∑
j=0

e2πijks/tuj, u ∈ Ct, 0 ⩽ k < t.

These are the same as the transforms Ts and Tt from before, except:

• We have normalised by the factors 1/s and 1/t.
• In Fs we use (ζs)

t instead of ζs as the “basic” primitive s-th root of unity.
Similarly, in Ft we use (ζt)

−s instead of ζt.
This has the effect of permuting the output Fourier coefficients.



Resampling maps 20/45

Next we introduce two “resampling maps” R, R̂ : Cs → Ct, which “resample” a
sequence of length s to a sequence of length t:

(Ru)k :=
∞∑

j=−∞

e−πs2( kt−
j
s )
2uj mod s, u ∈ Cs, 0 ⩽ k < t,

(R̂u)k :=
∞∑

j=−∞

e−πt2( kt−
j
s )
2uj mod s, u ∈ Cs, 0 ⩽ k < t.

The infinite sums converge due to the rapid decay of e−x2 as x→ ±∞.

In the next few slides I will show some pretty pictures for the case s = 13, t = 16,
to try to convey the intuition behind the definitions of R and R̂.
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The diagram shows a typical
input vector u ∈ C13.

For simplicity we assume uj ∈ R.

The blue points are ( j13 ,uj) for
j = 0, . . . , 12.

Notice the x-axis wraps around
from left to right (i.e., the
x-values live in R/Z).

1
13

2
13

3
13

4
13

5
13

6
13

7
13

8
13

9
13

10
13

11
13

12
13
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We draw a Gaussian curve
centred around each data point.

The equation for the j-th point is

y = uje−13
2π(x− j

13 )
2
.

The “width” of each curve is
proportional to s−1 = 1

13 .

(For R̂ we would use slightly
narrower Gaussians, with width
proportional to t−1 = 1

16 .)
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Add up all the Gaussians to get
a nice smooth 1-periodic curve:

f(x) =
12∑
j=0

uje−13
2π(x− j

13 )
2
.
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Add up all the Gaussians to get
a nice smooth 1-periodic curve:

f(x) =
12∑
j=0

uje−13
2π(x− j

13 )
2
.

The “resampled” vector v = Ru
is defined by evaluating f(x) at
16 equally spaced points:

vk = f( k16), k = 0, . . . , 15.
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16
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16
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16
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16
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16
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16
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16
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16

15
16
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Theorem
We have Ft ◦ R = R̂ ◦ Fs. In other words, the following diagram commutes:

Cs Cs

Ct Ct

R R̂

Fs

Ft

The proof uses the fact that the Fourier transform of a Gaussian is a Gaussian, i.e.,∫ ∞

−∞
e−2πixye−πx2 dx = e−πy2 , y ∈ R.
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Given u ∈ Cs, suppose we want to compute û = Fsu (i.e., DFT of length s).

Cs Cs

Ct Ct

R R̂

Fs

Ft

u û
Fs

R
Ft

R̂

1. Compute v := Ru (resample input to length t).
2. Compute v̂ := Ftv (compute DFT of length t).
3. Solve the system R̂û = v̂ for û (“un-resample” back to length s).

Let us now examine each step in turn.
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3. Solve the system R̂û = v̂ for û (“un-resample” back to length s).

Let us now examine each step in turn.



Outline of Gaussian resampling algorithm 26/45

Given u ∈ Cs, suppose we want to compute û = Fsu (i.e., DFT of length s).
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What is the complexity of computing v = Ru?

The matrix of R has a cyclic banded structure — each input coefficient mainly
affects the “nearby” output coefficients.
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

1.000 0.043 0.043
0.126 0.895 0.012

0.293 0.643 0.003
0.002 0.548 0.370

0.007 0.822 0.171
0.029 0.988 0.063

0.090 0.952 0.019
0.227 0.736 0.004
0.001 0.456 0.456 0.001

0.004 0.736 0.227
0.019 0.952 0.090

0.063 0.988 0.029
0.171 0.822 0.007

0.370 0.548 0.002
0.003 0.643 0.293

0.126 0.012 0.895



Matrix of resampling map R : C13 → C16
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Let p = floating-point precision in bits (e.g. p = 53 for IEEE double precision).

Due to the rapidly decaying Gaussians, the “bandwidth” of R (i.e., the number of
numerically significant entries in each row/column) is only O(p1/2).

Therefore the cost of computing v = Ru, using the most naive possible algorithm,
is O(tp1/2) floating-point operations.
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“Heat map” of matrix of R : C13 → C16

(red means 1, white means 0)



Step #2 — FFT 31/45

The cost of computing v̂ = Ftv is O(t log t) operations.

Note that this is an FFT of length t rather than s.

Crucially, the implied constant is small because we have chosen t to be “nice”
(e.g. 16 rather than 13).
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State of play so far:

• Cost of Step #1 (resampling) is O(tp1/2).
• Cost of Step #2 (FFT) is O(t log t).

If p1/2 ≪ log t, then conceivably the contribution of Step #1 is negligible.



Step #3 — solving the system 33/45

What is the cost of solving the system R̂û = v̂?

This is where I start to suffer from impostor
syndrome in front of an audience of applied
mathematicians...

(XKCD)
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R̂ has very similar cyclic banded structure to R, also with bandwidth O(p1/2).

First issue: it is an overdetermined system (t× s).

It is convenient to remove t− s rows to get a square system.

The best way to do this seems to be to define

Nk,j = R̂[kt/s],j, 0 ⩽ j, k < s,

where [x] means “round x to nearest integer”.

Then N is an s× s submatrix. Its largest entries are along the standard diagonal.
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Heat maps of R̂ and square submatrix N
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Based on numerical experiments, we expect that:

• N admits an LU factorisation∗ with good numerical properties, i.e., diagonal
entries are not too small.

• L and U have a similar banded structure, with bandwidth O(p1/2).
• We can therefore solve the system in time O(tp1/2)
(after precomputing the LU factorisation).

We tried to prove these statements, but failed (at least temporarily).

The difficulty is that N is “less singular than it looks” when t/s is close to 1.

∗historical note: Gaussian elimination was not invented by Gauss.
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Instead, we settled on a simpler (but probably suboptimal) method.

We introduce a parameter α > 0 controlling the width of the Gaussians.

The definitions of R and R̂ become:

(Ru)k := α−1/2
∞∑

j=−∞

e−πα−2s2( kt−
j
s )
2uj mod s, u ∈ Cs, 0 ⩽ k < t,

(R̂u)k := α1/2
∞∑

j=−∞

e−πα2t2( kt−
j
s )
2uj mod s, u ∈ Cs, 0 ⩽ k < t.

The previous definitions are the special case where α = 1.

The resampling identity Ft ◦ R = R̂ ◦ Fs still holds for all α > 0.
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What happens when we take α > 1?

The bandwidth of R increases by a factor of α.

The bandwidth of R̂ (and N) decreases by a factor of α. In particular, N starts to
look more like a pure diagonal matrix.
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Heat maps for R and R̂, when α = 2
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The cost of Step #1 (resampling) increases from O(tp1/2) to O(tp1/2α).

What about Step #3 (solving the system)?

Instead of using an LU decomposition, we write N as (I+ E)D where D is a
diagonal matrix, and then use the fact that

(I+ E)−1w = w− Ew+ E2w− · · · .

To get a result correct to p bits, it turns out we need O(p/α2) terms in this series.

So the total cost of Step #3 becomes O(tp3/2/α3).

We take α ∼ p1/4 to balance Step #1 and #3: they both become O(tp3/4).
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Current score:

• Cost of Step #1 (resampling) is O(tp3/4).
• Cost of Step #2 (FFT) is O(t log t).
• Cost of Step #3 (solving system) is O(tp3/4).

In the integer multiplication application, it turns out that p ≍ log t.

So Steps #1 and #3 become asymptotically negligible compared to Step #2.

In other words, we win because the slowdown ratio is

1+ O
(

1
(log t)1/4

)
→ 1 as t→ ∞.
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Dutt and Rokhlin consider more general transforms of the type

vj =
t−1∑
k=0

e2πiωkyjuk, 0 ⩽ j < t.

The ordinary “uniform” DFT is the special case where ωk = k and yj = j/t.

But their algorithms work for other choices of yj and ωk.

In particular, we can take ωk = k and yj = j/s. Then the transform is equivalent to
a DFT of length s.

For this choice of ωk and yj, it turns out that their algorithm is essentially
equivalent to Gaussian resampling for the special case α ≍ p1/2.
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Choice Step #1 Step #2 Step #3
of α (resampling) (FFT) (solve system)

LU method (conjectural) 1 tp1/2 t log t tp1/2

What we did (suboptimal) p1/4 tp3/4 t log t tp3/4

Dutt–Rokhlin p1/2 tp t log t t

Note that the Dutt–Rokhlin bound is not quite good enough for our integer
multiplication application, because of the O(tp) term (recall p ≍ log t).
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1. Can Gaussian resampling be made practical? i.e., can we beat libraries like
FFTW for transforms of large prime length? (Comparing not only speed, but
also numerical accuracy?)

2. Can we prove rigorously that the LU decomposition method works and has
good numerical properties? (What about alternatives like QR
decomposition?)
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3. Does our method generalise to non-equispaced FFTs? In other words, can we
improve the Dutt–Rokhlin bound from O(t log t+ tp) to O(t log t+ tp1/2)?

4. Can Gaussian resampling be adapted to finite fields?
[If yes, then maybe we can prove an unconditional O(n logn) bound for
multiplying polynomials of degree n in Fq[x].]
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Thank you!
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