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Integer multiplication 213

Let M(n) := time required to multiply n-bit integers.

What do we mean by “time”?
Either of the following complexity models will do:

- Boolean circuits: number of logic gates.

- Multitape Turing machines: number of steps carried out by a Turing machine
with a fixed, finite number of tapes.



Integer multiplication 313

Brief history of asymptotic upper bounds for M(n)

—oo  Long multiplication  O(n?)

1962 Karatsuba 0(n'°g3/1082)  (x n'58)

1969 Knuth O(n2Vv?2'08n/1082 |og )

1971 Schonhage-Strassen O(nlognloglogn)

2007 Furer O(nlogn K°8" ") for some K > 1
2021 H.-van der Hoeven O(nlogn)

Note: log* n denotes the iterated logarithm, a very slowly growing function:

log"n :=min{k>0:(logo---olog)(n) < 1}.
\—,_z

k times



Plan for the talk 413

1. Sketch of O(nlogn) integer multiplication algorithm
2. Partial results towards Q(n logn) lower bound

3. Can we get O(n logn) for polynomials over finite fields?



Sketch of O(nlogn) integer
multiplication algorithm



Sketch of O(nlogn) multiplication algorithm

Let d > 2 be a dimension parameter.

We will perform a series of reductions that reduces a multiplication problem of
bitsize n to a collection of smaller multiplication problems of bitsize ~ n'/d.



Sketch of O(nlogn) multiplication algorithm

Step 1. Choose a chunk size b ~ logn.
Cut up both integers into roughly n/b chunks of b bits.
Treat these chunks as coefficients of two polynomials in Z[x].

We thereby reduce to multiplication in Z[x].

(This technique is sometimes called “Kronecker segmentation”)



Sketch of O(nlogn) multiplication algorithm

Step 2. Choose distinct primes sq,...,54 ~ (n/b)"4, so that

S1---Sq ~ target degree.

Thereby reduce to multiplication in the ring
ZIX])/ (% —1).

In other words, a cyclic convolution of length s =51+ 5.



Sketch of O(nlogn) multiplication algorithm

Step 3. The Chinese remainder theorem gives an isomorphism
ZIX/ (X% =) = Ly, Xl /(X =X ).

We transport the problem to the latter ring via a suitable data rearrangement.

In other words, we have reduced to a d-dimensional cyclic convolution of size
S7 X +++ X S4.

(This technique is often attributed to Agarwal-Cooley (1977), but is probably older.)



Sketch of O(nlogn) multiplication algorithm

Step 4. A d-dimensional cyclic convolution over Z can be performed by:

1. Computing d-dimensional complex discrete Fourier transforms (DFTs) of the
two inputs;
2. Multiplying their Fourier coefficients in C;
3. Computing an inverse DFT.
So we have reduced to the problem of computing a d-dimensional DFT of size

S1 x -+ x Sq over C, with respect to the complex s;-th roots of unity, with an
accuracy of O(logn) bits.



Sketch of O(nlogn) multiplication algorithm

Step 5. Use Gaussian resampling to reduce each DFT of size 51 x --- x S4t0 a
slightly larger DFT of size t; x - -+ X tg.

Here each t; is a power of two — so we need to make sure the primes were chosen
so that each s; is slightly smaller than a power of two.

The Gaussian resampling process involves:

1. “Smearing out” the input data from a grid of size 51 x - -+ x 54 onto a grid of
size t; X -+ - X tg using a Gaussian kernel;

2. Computing a t; x --- x ty DFT of the smeared out data;

3. Solving a sparse system of linear equations to recover the desired DFT of size
S1X -+ X Sg.



Sketch of O(nlogn) multiplication algorithm

Step 6. Use Nussbaumer’s algorithm (circa 1980) for efficiently evaluating a
d-dimensional DFT of size t; x - -+ x ty, i.e,, with power-of-two dimensions.

Key ideas are:

1. Use one of the d variables, say x;, as an “algebraic” root of unity to help
evaluate the DFTs in other d — 1 dimensions.

2. Use textbook FFT algorithms, e.g. “decimation-in-time”, to decompose DFTs
into subproblems of half the size.

The upshot is we reduce to a collection of one-dimensional complex DFTs of size
t1 ~ n'9 plus O(nlogn) additional work in the “algebraic” FFTs.



Sketch of O(nlogn) multiplication algorithm

Step 7. Convert each complex DFT of size ~ n'/? to a convolution problem of size
~ n'/9 using (for example) Bluestein’s algorithm (1970).

Step 8. Convert each convolution problem back to an integer multiplication
problem via Kronecker substitution, i.e., packing coefficients into integers and
multiplying the integers.

Finally recurse.



Sketch of O(nlogn) multiplication algorithm

Key points:

- The algorithm is pretty complicated! | wish there were a simpler way.

- Nussbaumer’s algorithm is really fast. All the other steps are designed to get
us to the Nussbaumer situation with only constant factor growth in data size.

- In the paper we show how to carry out all the steps with the constant factor
at most 1728 independently of d.

Then if we take d > 1728, we get O(n logn) complexity overall.

Probably this can be improved. In the paper we sketch how to make it work
with any d > 8.



Partial results towards Q(n logn)
lower bound




Partial results towards Q(n logn) bound

Conjecture (Schonhage-Strassen, 1971)

M(n) = ©(nlogn).

This conjecture includes the claim that there does not exist an algorithm for
multiplying n-bit integers whose running time satisfies

M(n)
n—oo nlogn

Proving lower bounds is much harder than proving upper bounds.

Instead of exhibiting a single multiplication algorithm, you need an argument
that covers all conceivable multiplication algorithms.



Partial results towards Q(n logn) bound

I will briefly explain three partial results towards the lower bound conjecture:

1. Morgenstern’s result (1973) on complex DFTs with bounded constants
2. Results of Cook-Aanderaa (1969) and Paterson-Fischer-Meyer (1973) about
“on-line” multiplication

3. Recent work of Afshani-Freksen-Kamma-Larsen (2019) conditional on the
“Network Coding Conjecture”



Complex DFTs with bounded constants 6/34

Suppose we want to compute the DFT of a sequence ug,...,us_1 € C:

:
~2rij/n
e ™Ry 0<k<n.
0

n

>
=
I

J
Suppose we only allow two operations:

- addition, and

- multiplication by a scalar A\, where |A\| < C for some fixed constant C > 0.

The standard power-of-two FFT algorithms all fall into this category (with C = 1).



Complex DFTs with bounded constants i34

Theorem (Morgenstern, 1973)

With the above restrictions, at least Q(n logn) operations are required to
compute the DFT. (The implied constant depends on C.)

The argument is very simple, and depends on the fact that the determinant of the
DFT map C" — C" is n"/2.

DFTs are very closely related to polynomial multiplication, so maybe this suggests
something about the complexity of multiplication?

| don’t find this very convincing. The whole argument depends on a very
particular choice of normalisation for the DFT. And the “bounded constant”
hypothesis is very restrictive.



On-line multiplication 18/34

Consider ordinary integer multiplication on a multitape Turing machine with the
following restriction: the n-th bit of the output must be written before the
(n +1)-th bits of the inputs are read.

In other words:
- | reveal the inputs mod 2; you tell me the product mod 2.
- | reveal the inputs mod 4; you tell me the product mod 4.

- | reveal the inputs mod 8; you tell me the product mod 8.
- etc.

This problem is called on-line (or relaxed) integer multiplication.



On-line multiplication 19/34

Theorem (Paterson, Fischer and Meyer, 1973)
On-line multiplication requires at least Q(nlogn) time.

Unfortunately this doesn’t tell us much about the usual multiplication problem.
All of our best multiplication algorithms strongly violate the on-line restriction.

The best known upper bound for on-line multiplication is
O(nlogn exp(Cy/loglogn)), C=+/2log2 + o(1)

(van der Hoeven, 2014).



Network Coding Conjecture 20/3

Theorem (Afshani-Freksen-Kamma-Larsen, 2019)
If the “Network Coding Conjecture” is true, then any Boolean circuit for n-bit
multiplication has at least Q(n logn) gates.

| am not competent to judge the significance of this result. It might simply mean
that the Network Coding Conjecture is really hard!

In the next few slides | will try to explain what the Network Coding Conjecture is
all about. (Warning: | am a novice in this area!)



Network Coding Conjecture 21/3

51*>A<;52

L

T2<;B*>T1

This graph represents a network of communicating nodes.

Each arrow is a channel carrying at most one data packet per unit time.
We want to send data from Sq to Ty and from S, to Ts.

The only route from Sy to T; goes via A — B, and similarly from S, to Ts.

So A — B is a bottleneck: we cannot maintain a flow of 1 packet per unit time for
both sender/receiver pairs.



Network Coding Conjecture 2034

If we allow “network coding”, i.e., allow the nodes to perform computations on the
data packets, then we can manage 1 packet per unit time:

S LAl s,

e ]
T2 +—— B —— T1
u+v u+v

The source S; sends two copies of u via different routes, and similarly for S, with v.
The node A computes and transmits the XOR of its inputs u and v.

Then Ty and T, can recover the desired messages, by computing suitable XORs.



Network Coding Conjecture /34

Here is another way to achieve 1 packet per unit time.

Suppose we allow bidirectional channels, and allow “fractional routing”, i.e.,
nodes may cut packets into chunks:
Un
—_— 52
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V2
Lhi——=Bt—=T
2 2

Network Coding Conjecture (Li-Li, 2004)
In bidirectional networks, network coding confers no bandwidth advantage over
fractional routing.



Is integer multiplication really Q(nlogn)?

| am somewhat agnostic on this question.
| don’t think the evidence is particularly strong either way.

| would be pretty surprised if somewhat found a way to do better than nlogn, but
who really knows?!



Can we get O(n logn) for
polynomials over finite fields?




Polynomial multiplication over finite fields

There are many analogies between Fq[x] and Z; these show up in computer
algebra, number theory, arithmetic geometry, etc.

More generally, the analogy is often between function fields over Fq and number
fields.

Usually things are easier in the function field case.

Some famous examples: factoring, Riemann hypothesis, ABC conjecture.



Polynomial multiplication over finite fields

Define Mg(n) = time required to multiply polynomials in Fq[x] of degree n.

In this talk we assume g fixed, so “time” could mean either (a) number of ring
operations in Fy, or (b) number of bit operations.



Polynomial multiplication over finite fields

The classical, Karatsuba, and Schonhage-Strassen algorithms all work for Fq[x].
So we certainly have
Mg(n) = O(nlogn loglogn).

This was known in the 1970s.

Interestingly, Flrer's integer multiplication algorithm (2007) does not seem to
adapt to the Fg[x] case.

So there was a period of several years where we had M(n) = O(n log n K'°¢ ") but
only Mq(n) = O(n lognloglogn), i.e, we could do better for Z than Fq[x].



Polynomial multiplication over finite fields

The finite field case eventually “caught up”.

In 2014, H~van der Hoeven-Lecerf presented an algorithm achieving
Mq(n) = O(nlogng'°e ).
Currently, the best known bound is:

Theorem (H.-van der Hoeven, 2019)

Mq(n) = O(nlogn 498" ™).

In 2018, H-van der Hoeven also proved that M(n) = O(n log n 498" ).

Parity was (temporarily) achieved!



Polynomial multiplication over finite fields

After we proved that M(n) = O(nlogn), the natural question became:

Question
Is there an algorithm achieving

Mg(n) = O(nlogn)?

| do not know the answer... but | strongly suspect it is YES, for reasons that | will
now explain.



Polynomial multiplication over finite fields

It is possible to adapt steps 1-4 from the O(n logn) integer multiplication
algorithm.

This leads to the following problem: for large primes sq,...,S4, cOmpute a
d-dimensional DFT of size 51 x - - x s4 over Fgx.

Here Fq- is a suitable finite extension of Fq that contains roots of unity we need
for the DFTs to make sense.

Sadly, we do not know an analogue of Gaussian resampling (step 5) over F,.



Polynomial multiplication over finite fields

Here is an alternative attack.

We can use a multidimensional variant of Rader’s algorithm (1968) to reduce a
DFT of size s x -+ X 54 t0 a convolution problem of size

(51—=1) x -+ x (5S¢ —1).

If the s; — 1 are divisible by large powers of 2, then we can apply Nussbaumer’s
method as before and we are in business.

So the question becomes: can we find primes that are not too large in certain
arithmetic progressions?



Polynomial multiplication over finite fields

Recall Dirichlet’'s theorem: if a and d are coprime, there are infinitely many primes
p=a (mod d).

For example, here are the first few primes for d = 10° and a = 1:
6000000001 30000000001 61000000 001
7000000001 48000000001 75000000001

9000000001 49000000001 82000000 001
18000000 001 55000000001 93000000001

Let P(a, d) denote the least prime p = a (mod d).
Example: P(1,10%) = 6000000001.



Polynomial multiplication over finite fields

Numerical evidence and heuristic arguments suggest that
P(a,d) = O(d log® d).
In the example above, this is a somewhat generous estimate: we have
107 - (log 10%)? & 429 000 000 000.
But the best general result that has been proved (Xylouris, 2011) is:
P(a,d) =0(d"), L=5.8.
In our example, this estimate is completely hopeless:

(10%)>"® &~ 42,000,000,000,000,000,000,000,000,000,000,000,000,000,000,000.



Polynomial multiplication over finite fields

Theorem (H.-van der Hoeven, 2019)
Suppose that P(a,d) = O(d") for some 1 < L < 1427182 Then

Mq(n) = O(n logn).

Unfortunately, our hypothesis on L is much stronger than Xylouris's result.

Under GRH, one can even get L < 2 4 ¢ for any € > 0 (Heath-Brown, 1992), but this
is still much too weak for us.

On the other hand, our hypothesis is stupendously weaker than the expected
bound P(a,d) = O(d log® d).

So this seems to be very solid evidence in favour of the O(n logn) bound.



Thanks for your attention!
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