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Let H be a hyperelliptic curve of genus g over a finite field Fp.

The zeta function of H is the generating function

Z(T) = exp

∑
k⩾1

|H(Fpk)|
k Tk

 .

It is always a rational function of the form

L(T)
(1− T)(1− pT) , L ∈ Z[T], deg L = 2g.
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Example: let H be the genus 2 curve defined by

y2 = x5 + x− 1 over F101.

The equation has

104 solutions in F101, 10250 solutions in F1012 , . . . ,

Therefore

Z(T) = exp
(
104T+ 10250

2 T2 + · · ·
)
=
1+ 2T+ 26T2 + 202T3 + 10201T4

(1− T)(1− 101T) .
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Problem
Given equation for H, how fast can we compute Z(T)?

Note: the input and output both have size polynomial in g and logp.

A few possible algorithms:

1. Enumerate solutions. Very slow — complexity exponential in g and logp.
2. ℓ-adic methods (e.g. Schoof): polynomial in logp but exponential in g.
3. p-adic methods (e.g. Kedlaya): polynomial in g but exponential in logp.

Holy grail
Is there an algorithm whose complexity is polynomial in both g and logp?
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Theorem (main result of my Ph.D. thesis, 2008)
Z(T) may be computed in time O(p1/2+εgO(1)).

(Previous algorithms had p1+ε.)

The algorithm spends all of its time multiplying polynomials over Z/pkZ.

Using this algorithm, I was able to compute zeta functions that were completely
out of reach using previous methods, for example a genus 3 curve with p ∼ 1016.
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This was my first serious theorem.

I submitted it to a journal.

It was rejected. The referee wrote:

“It is not so clear which part of the paper is original work, and which
part is not... The article is not so well written. There are no theorems or
lemma’s in this paper, the reader has to look for the results.”



Hyperelliptic curves 8/26

This was my first serious theorem.

I submitted it to a journal.

It was rejected. The referee wrote:

“It is not so clear which part of the paper is original work, and which
part is not... The article is not so well written. There are no theorems or
lemma’s in this paper, the reader has to look for the results.”



Hyperelliptic curves 9/26

I learned a lot from that rejection.

It was (and still is) a great theorem — the issue was communication.

I rewrote the paper from scratch.

It got published (IMRN) and is now one of my most highly cited papers.

Lessons for students in the audience:

• don’t get discouraged!
• good writing is REALLY important!
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Now suppose H is a hyperelliptic curve over the integers:

y2 = h(x), h ∈ Z[x].

For each prime p, we get a zeta function Zp(T) by reading the equation modulo p.

These can be glued together to obtain a “global zeta function” Z(T) for H.

This Z(T) is the subject of several famous problems in number theory (e.g.
Birch–Swinnerton-Dyer conjecture, Sato–Tate conjecture).
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Somewhere near Glenrowan, while driving from Sydney to
the AustMS meeting in Ballarat in 2012, I invented a new
algorithm for computing Z(T).

Theorem (Annals of Mathematics, 2014)
Let H be a hyperelliptic curve over Z. The zeta functions Zp(T) may be computed
for all p < N in time O(N(logN)3+εgO(1)).

In other words, the average time per prime is polynomial in both g and logp.

The algorithm spends all of its time multiplying matrices of huge integers.
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In 2016 Andrew Sutherland and I demonstrated that these “average polynomial
time” results are practical.

genus 2 genus 3

Best previous method 1.4 years 3.8 years
Average polynomial time 1.3 days 4.0 days

CPU time to compute Zp(T) for all p < 230
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Finally, I proved that in theory (although not yet in practice) all of these results
may be extended to more general varieties.

Theorem (Proceedings of LMS, 2016)
Let V be any variety whatsoever over Z.

• We may compute Zp(T) for a single prime in time O(p1/2+ε).
• We may compute Zp(T) for all p < N in time O(N(logN)3+ε).
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Fermat’s Last Theorem (FLT)
If n ⩾ 3, there are no non-zero integer solutions to xn + yn = zn.

It suffices to prove it for n = 4 (Fermat), and for n = p where p is an odd prime.

Kummer (1840s) tried to prove FLT by studying the factorisation

zp = xp + yp = (x+ y)(x+ ζpy) · · · (x+ ζp−1p y)

where ζp = e2iπ/p.
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Theorem (Kummer)
Let p ⩾ 3 be a prime, and suppose that p does not divide the numerators of the
Bernoulli numbers B2,B4, . . . ,Bp−3. Then FLT holds for exponent p.

A prime p satisfying this condition is called regular. Otherwise it is irregular.

In modern language,

p regular ⇐⇒ p does not divide the class number of Q(ζp).

The first irregular prime is 37: it turns out that B32 = −7709321041217
510 ≡ 0 (mod 37).

We say that (37, 32) is an irregular pair.
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1850 p ⩽ 43 Kummer
1851 97 Kummer
1874 163 Kummer
1930 199 Stafford & Vandiver
1937 613 Vandiver
1954 2000 Lehmer, Lehmer

& Vandiver
1954 2503 Vandiver
1955 4001 Selfridge, Nicol

& Vandiver
1963 10000 Lehmer †

1964 25000 Selfridge & Pollack †

1970 5500 Kobelev
1973 8000 Johnson

1975 30000 Johnson
1976 32768 Wada †

1978 125000 Wagstaff
1987 150000 Tanner & Wagstaff †

1991 400000 Sompolski †

1992 1000000 Buhler, Crandall
& Sompolski †

1993 4000000 Buhler, Crandall,
Ernvall & Metsänkylä †

1996 8000000 Shokrollahi †

2001 12000000 Buhler, Crandall, Ernvall,
Metsänkylä & Shokrollahi

2011 163577856 Buhler & Harvey
2017 2147483648 Harvey, Hart & Ong

†: computation reported but table of irregular pairs not published.



Tabulating irregular pairs 17/26

Vital statistics for our computation (Mathematics of Computation, 2017):

• Examined all 105 097 564 odd primes p < 231 = 2 147 483 648
• About 20 000 lines of code (mainly C)
• Used 9 compute clusters at UNSW, NYU, NCI, Intersect
• Ran for about ten months in 2012–2013
• About 8.6 million CPU hours (1000 CPU years) altogether
• Table of irregular pairs is about 1.6 GB (available on my website)

The program spends almost all of its time multiplying polynomials in Fp[x].
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FLT was solved by completely different methods in the mid-1990s (Wiles et al).

Why do we keep computing irregular pairs?

There are still many unsolved problems about cyclotomic fields, for example:

• Kummer–Vandiver conjecture: the class number of Q(ζp + ζ−1p ) = Q(ζp) ∩ R
is never divisible by p.

• Siegel’s conjecture: the density of regular primes is e−1/2 ≈ 0.607.
(We can’t even prove that there are infinitely many regular primes!)

The results of our computations are consistent with these conjectures.
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While working on irregular primes, I became interested in the following question:

Question
Let F ∈ Fp[x] with deg F ⩽ p− 2. How fast can we compute F(α) for all α ∈ F∗

p?

Strategy #1. If we are lucky, p− 1 has only small prime factors. Then F∗
p has lots of

“nice” roots of unity, so we can use the Cooley–Tukey FFT algorithm (1965).

Strategy #2. Otherwise, we can use Bluestein’s trick (1970) to reduce to a
polynomial multiplication problem in Fp[x], and then reduce to an integer
multiplication problem by packing the polynomial coefficients into giant integers.

At first it seemed obvious to me that the first strategy should always win —
that’s why it’s called the fast Fourier transform.
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But in 2014 I noticed that this is wrong.

Asymptotically the second strategy wins, even for the “lucky” primes.

I found this extremely surprising and counterintuitive.

I mentioned it to Joris van der Hoeven in an email in March 2014.

This started a very long conversation...
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• 2019: Integer multiplication in time O(n logn)
• 2019: Polynomial multiplication over finite fields in time O(n logn)
• 2019: Faster polynomial multiplication over finite fields using cyclotomic
coefficient rings

• 2019: Faster integer multiplication using short lattice vectors
• 2019: Faster integer multiplication using plain vanilla FFT primes
• 2018: On the complexity of integer matrix multiplication
• 2017: Faster polynomial multiplication over finite fields ∗

• 2016: Fast polynomial multiplication over F260 ∗

• 2016: Even faster integer multiplication ∗

∗: also with Grégoire Lecerf
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I will mention three main results (all joint work with Joris).

Theorem (submitted for publication)
There is an algorithm that multiplies two n-bit integers in time O(n logn).

This settles a 1971 conjecture of Schönhage and Strassen.
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Currently the best unconditional analogue for polynomials over finite fields is:

Theorem (Journal of Complexity, 2019)
Let q be a prime power. There is an algorithm that multiplies two polynomials in
Fq[x] of degree less than n in time O(n logn 4log

∗ n).

Here log∗ n is the iterated logarithm (a very slowly growing function).
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Theorem (submitted for publication)
Suppose that there exists a constant L < 1+ 2−1162 such that for any relatively
prime integers a and m≫ 0, there exists a prime p = a (mod m) with p < mL.

Then for any prime power q, there is an algorithm that multiplies two
polynomials in Fq[x] of degree less than n in time O(n logn).

Analytic number theorists will recognise the hypothesis as a strong form of
Linnik’s theorem. It is still much weaker than standard conjectures in this area.

Open problem
Can we achieve O(n logn) for Fq[x] unconditionally?
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Our work generated a minor media circus...



An unconvinced reader at The Conversation 26/26

“Interesting article, looks good but subject to faith based belief.

We are told there are quicker methods to multiply but no explanation is given
whatsoever as to how they work.

Result is I do not feel informed or have had my knowledge advanced. I can’t really
endorse their claims because there’s nothing to support them.

Just like a climate change paper, it could be true but then again it may not be.

Just because it says it’s a mathematical paper —
well it may or may not be.”
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	Zeta functions of varieties
	Irregular primes
	Fast multiplication

