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[The theory of undecidability] renders the
existence of Mr Spock highly questionable.

Robert Ainslie, “Bluff your way in maths”

5. COMPUTABILITY. An algorithm is a computational proce-
dure which will accept any specific problem from a given class of prob-
lems, and, if the problem has a solution, will return this solution after
a finite number of computational steps.

Some important characteristics of algorithms are as follows.

• An algorithm must have only a finite number of instructions. Nev-
ertheless, this number may be as large as desired.

• Algorithms are discrete procedures: they handle individual symbols
such as letters, digits or punctuation marks, and cannot “slide”
continuously from one number to another.

• A computation may retrieve and re-use the results of previous steps.
No limit is placed on the amount of “memory” available.

• Likewise, no limit is imposed on the number of steps required to
complete a computation.

• An algorithm is deterministic: if it operates twice on the same input
it will produce the same result by means of the same intermediate
steps.

• There must be some method of indicating what the answer to the
problem is, once it has been found.

For simplicity, most of the algorithms we shall consider will use noth-
ing but integers for the input, the output and the intermediate steps.
However, this is not necessary.
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Examples of problems which can be solved algorithmically.

1. Add, subtract or multiply two integers; divide an integer by a non–
zero integer to give quotient and remainder.

2. Find the greatest common divisor of two positive integers, for ex-
ample by the use of Euclid’s algorithm.

3. List all primes up to a given limit.

4. Factorise a given integer.

5. Given a polynomial p, find the smallest positive integer n such that
p(n) = 0.

6. List all integer roots of a given polynomial.

7. Differentiate a given polynomial.

8. Decide whether or not a given string of symbols in the language of
propositional calculus is a propositional formula.

9. Decide whether or not a given formula of PC is a theorem.

10. Solve Rubik’s cube.

Non–examples.

1. Decide whether or not a given formula of L is a theorem.

2. List all prime numbers.

3. (Plausibly): decide whether or not a given integer is the difference
of two primes.

Various different ways have been suggested of formalising the concept of
an algorithm. Curiously enough, all have turned out to be equivalent:
that is, they can all solve (and give the same answers to!) precisely the
same classes of problems. This has led Church to propose

Church’s Thesis. All formalisations of the notion of “algorithm” are
equivalent.

In view of Church’s Thesis we shall consider only one formalisation of
computation, namely

Turing machines. A Turing machine is visualised as a mechanical
device attached to a one–dimensional tape which extends to infinity in
both directions. The tape is divided into squares, and the device acts

134



on these squares, one at a time. On each of the squares is printed one
letter from a given alphabet A such as

{⊔, 1 } or {⊔, 1, X } or {⊔ , p , ′ ,¬,→, ( , ) } .

Alan Turing
(1912–1954)

The symbol ⊔ represents a blank and will always
be included in the alphabet. We shall require that
at all times the tape should contain only finitely
many non–blank squares; symbols on the tape be-
fore the machine begins operation may be used as
input to the algorithm.

At any stage, the mechanical device occu-
pies exactly one of a finite set of internal states
Q = { q0, q1, . . . , qn }. At each step in the com-
putation, the current internal state and the sym-
bol on the square being scanned by the device uniquely determine an
action for the device to perform and a new state for it to assume. There
are three possible actions on a square:

• print on the square a symbol from the alphabet, erasing any previ-
ous symbol;

• move one square left or right along the tape;

• halt.

Formally, a Turing machine over an alphabet A is a function

T : Q × A → B × Q ,

where B = A ∪ { L, R, H }; that is, a set of quadruples

(old state, letter , action, new state) .

Unless otherwise stated we adopt the convention that a Turing machine
starts in state q0, scanning the leftmost non–blank square on the tape.
When a Turing machine reaches an instruction H we say the machine
has halted; no further processing takes place, and the remaining tape
is the output. A given machine on a given input need not halt. We
customarily omit the quadruples specifying the action as H, and we say
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that a Turing machine halts in state qk, scanning symbol s, if there is
no quadruple (qk, s, ..., ...). The symbols {⊔, 1 } are all we need, since
it can be shown that any Turing machine is equivalent to some Turing
machine on this alphabet; however, we shall introduce extra symbols
whenever it is convenient to do so.

Examples.

1. Consider a Turing machine consisting of the quadruples

(q0, 1,⊔, q1) , (q1,⊔, R, q0) .

This can also be represented by a flow graph.

1⊔
q0 q1

⊔ R

When started on a 1 this machine erases it and moves right, erasing
all 1s until it reaches a blank; then it halts.

2. Compare the Turing machine

(q0, 1,⊔, q0) , (q0,⊔, R, q0) .

On an input tape consisting of blanks and 1s, this machine erases
all (not necessarily consecutive) 1s at and to the right of its starting
point, but does not stop. No Turing machine with alphabet {⊔, 1 }
can halt after erasing an arbitrary sequence of blanks and 1s as it
will not know where the sequence ends. However, if we include in
the alphabet a “marker” X, then the above machine will erase all
1s as far as the first X (if there is one) to the right of the initial
position and halt on this X.

3. Consider a tape containing a random sequence of 1s and blanks,
with an X to indicate the end of the sequence. The following Turing
machine will “clean up” this tape, replacing it by a tape where all
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the 1s occur consecutively, just to the left of the X.

(q0, 1, R, q0)

(q0,⊔, 1, q1)

(q1, 1, L, q1)

(q1,⊔, R, q2)

(q2, 1,⊔, q2)

(q2,⊔, R, q0)

⊔ 1
1 R 1 L

q0 q1

⊔ R ⊔ R
q2

1⊔
4. The following Turing machine copies a given sequence of consec-

utive 1s, leaving one blank space between the original and copied
sequences.

(q0, 1, X, q1)

(q1, X, R, q1)

(q1, 1, R, q1)

(q1,⊔, R, q2)

(q2, 1, R, q2)

(q2,⊔, 1, q3)

(q3, 1, L, q3)

(q3,⊔, L, q3)

(q3, X, 1, q4)

(q4, 1, R, q0)

Exercise. Draw the flow graph for this Turing machine.

5. A more complicated example: we can design a Turing machine to
determine whether or not a string over the alphabet of PC is a
formula of propositional calculus. See the separate sheet.

Computable functions. We can use a Turing machine to perform
computations with natural numbers by specifying the input on the tape
before the computation starts, and requiring the answer to be left on
the tape when (if!) the machine halts. To avoid the complications of
decimal or even of binary digits we shall generally input and output
natural numbers in unary notation: n is represented by a string of n+1
(consecutive) 1s. Thus we represent the natural number n by a tape

. . . ⊔ ⊔ ⊔ 1n+1 ⊔ ⊔ ⊔ . . .

and the ordered k-tuple (n1, n2, . . . , nk) by

. . . ⊔ ⊔ ⊔ 1n1+1 ⊔ 1n2+1 ⊔ . . . ⊔ 1nk+1 ⊔ ⊔ ⊔ . . . .
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Definition. A (partial) function f : N
k · · ·→ N is Turing computable

if there exists a Turing machine which, given an input tape

. . . ⊔ 1n1+1 ⊔ 1n2+1 ⊔ . . . ⊔ 1nk+1 ⊔ . . . ,

will

• halt with f(n1, n2, . . . , nk) + 1 digits 1, and no other symbols, on
the tape if f(n1, n2, . . . , nk) is defined;

• halt on a blank tape, or not halt at all, if f(n1, n2, . . . , nk) is unde-
fined.

Comments.

• According to Church’s Thesis, any computation which can be car-
ried out by Turing machines can also be carried out in any other
“reasonable” formalisation of computation. Therefore we will gen-
erally just say computable rather than Turing computable.

• Owing to the existence of a “clean up” Turing machine (example 3
above), we need not insist that the output consist of consecutive 1s.

• We have to consider partial functions because there is no way to
sort out only the total functions! More precisely, given a Turing
machine, there is no algorithm to decide whether or not it will halt
on a given input.

Examples.

1. The constant function f(n) = 0 is computed by the machine

(q0, 1,⊔, q1) , (q1,⊔, R, q0) , (q0,⊔, 1, q1) .

2. The successor function is computed by

(q0, 1, L, q1) , (q1,⊔, 1, q1) .

3. Addition can be computed by a Turing machine with just one in-
struction(!), namely, (q0, 1,⊔, q0). This transforms the input tape

. . . ⊔ 1n+1 ⊔ 1m+1 ⊔ . . .
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into the output

. . . ⊔ ⊔ 1n ⊔ 1m+1 ⊔ . . . .

If you would like a string of consecutive 1s, this is accomplished by
the Turing machine

(q0, 1, R, q0)

(q0,⊔, 1, q1)

(q1, 1, R, q1)

(q1,⊔, L, q2)

(q2, 1,⊔, q2)

(q2,⊔, L, q3)

(q3, 1,⊔, q3)

4. The product of two natural numbers is Turing computable (exer-
cise!).

5. The function f(n) = n2 is Turing computable. One way to see this
is to write down the quadruples for the machine Copy followed by
those for the multiplication machine (previous example), suitably
renumbered in order to start in the appropriate state and avoid any
clash of state names. Thus we have a transformation

. . . ⊔ 1n+1 ⊔ . . .
Copy

−−−→ . . . ⊔ 1n+1 ⊔ 1n+1 ⊔ . . .

Mult
−−−→ . . . ⊔ 1 . . . 1 ⊔ . . . .

Here the final tape contains n2+1 ones, not necessarily consecutive.

Note. Following the idea used here of combining two Turing ma-
chines, it should be clear that if (partial) functions f and g are
computable, and if the composition f ◦ g exists, then f ◦ g is also
computable.

6. The partial function f : N · · ·→ N given by

f(n) =

{

1
2n if n is even
undefined if n is odd

is computed by the Turing machine

(q0, 1, R, q1) , (q1, 1,⊔, q0) , (q0,⊔, R, q0) .
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Many functions, including most “useful” ones, are Turing computable.
However, some are not: this can be shown most easily by a counting
argument.

Theorem. The collection of all Turing machines over the alphabet
{⊔, 1 } is countable.

Proof. Every possible instruction in a Turing machine is a quadruple
from S = Q × A × B × Q, where Q = { q0, q1, q2, . . . }. This set is
countable (since Q, A and B are countable) and so can be written as

S = { r0, r1, r2, r3, . . . } .

A specific Turing machine is a finite set of instructions. We can make
a list of all finite subsets of S by writing down first, those collections
of rn in which the maximum value of n is 0; next, those in which the
maximum is 1; then those in which the maximum is 2; and so on. In
each of these categories there are only finitely many sets. Thus we get
a list including all possible Turing machines

{ r0 } , { r1 } , { r0, r1 } , { r2 } , { r1, r2 } , { r0, r2 } ,

{ r0, r1, r2 } , { r3 } , { r2, r3 } , { r1, r3 } , { r1, r2, r3 } ,

{ r0, r3 } , { r0, r2, r3 } , { r0, r1, r3 } , { r0, r1, r2, r3 } , . . . .

Corollary. There exist functions f : N → N which are not (Turing)
computable.

Proof. Each Turing machine computes at most one function, and so
the set of computable functions is countable. But, from an exercise on
problem sheet 1, the set of all functions f : N → N is uncountable.

The following example of an uncomputable function is due to Tibor
Radó (1962). For n ≥ 0, consider all Turing machines on the alphabet
{⊔, 1 } which have at most n+1 states and halt when started on a blank
tape. Let b(n) be the maximum number of 1s on the output tape of any
of these machines.

Theorem. Let f : N → N be a computable function. Then there exists
k ∈ N such that

if n ≥ k then f(n) < b(2n) .
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Proof. Since f is computable there exists a Turing machine T with
(say) k states which produces f(n) + 1 ones from the input tape

. . . ⊔ 1n+1 ⊔ . . . .

But there is also (see exercise 3(b)) a Turing machine with n + 1 states
which produces the above tape from a blank input tape; combining this
machine with T yields a Turing machine with n + 1 + k states which,
when started on a blank tape, halts with output consisting of f(n) + 1
ones. From the definition of b we have

f(n) + 1 ≤ b(n + k) .

Clearly b is monotonic increasing; so if n ≥ k we have

f(n) < f(n) + 1 ≤ b(n + k) ≤ b(2n)

as claimed.

Corollary. The function b is not computable.

Proof. Suppose the contrary. Then b(2n), being a composition of com-
putable functions, is itself computable. If n is large enough the above
theorem gives

b(2n) < b(2n) ,

a contradiction.

Listing Turing machines and partial functions. We showed in
the course of a previous proof that the Turing machines with alphabet
{⊔, 1 } are countable. We fix one particular list

T0 , T1 , T2 , . . . , Tm , . . .

and refer to m as the Gödel number of Tm.

Such a list can fact be computed algorithmically . Hence, according
to Church’s Thesis, there is a Turing machine G which transforms a tape
bearing m + 1 consecutive 1s into a tape containing the quadruples of
Tm in the format (say)

. . . ⊔ ( q 1 , 1 , L , q 1 1 ) ⊔ ( q 1 1 , ⊔ , 1 , q 1 1 ) ⊔ . . . .
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Similarly there is a Turing machine G−1 which will accept such a tape
and output the Gödel number of the machine, or will never halt if the
tape does not represent a Turing machine.

For any k, each Turing machine Tm uniquely determines a com-
putable (partial) function fk

m of k variables: define fk
m(n1, . . . , nk) to

be one less than the number of 1s on the output tape if Tm halts when
started on the leftmost 1 of

. . . ⊔ 1n1+1 ⊔ 1n2+1 ⊔ . . . ⊔ 1nk+1 ⊔ . . . ,

and leave fk
m(n1, . . . , nk) undefined if Tm halts on a blank tape or does

not halt on this input. Conversely, every computable partial function
is determined by some Tm. Thus, for each k, the above list of Turing
machines gives us a list fk

0 , fk
1 , fk

2 , . . . of all computable functions of k
variables, and m is also called a Gödel number of fk

m. Note, however,
that the list contains repetitions: a computable function can be calcu-
lated by various Turing machines and will therefore have many (infinitely
many!) Gödel numbers.

By Church’s Thesis, for “any” proposed computation on any given
input tape there is a Turing machine which will carry out the com-
putation. But a (modern) computer does not work like this: there is
essentially just one machine, and it is supplied not only with the input
tape (that is, the data), but also with the method of computation (the
program).

There exists just such a Turing machine, called a universal Turing
machine.

Theorem. There is a Turing machine U which, when started on a tape

. . . ⊔ 1m+1 ⊔ 1n1+1 ⊔ . . . ⊔ 1nk+1 ⊔ . . .

computes fk
m(n1, . . . , nk) if it is defined, and never halts, or halts on a

blank tape, if fk
m is undefined at (n1, . . . , nk).

Proof. We shall give an informal algorithm to execute such a procedure,
and then rely on Church’s Thesis.

First, use G to convert . . . ⊔ 1m+1 ⊔ . . . into a list of the quadruples
of Tm. Find the leftmost 1 of . . . ⊔ 1n1+1 ⊔ . . . and place a marker on
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it to indicate that it is the currently scanned square. (For example, a
“scanned 1” could be replaced by X, a “scanned ⊔ ” by Y.) Move left
until you find the quadruple corresponding to the current situation; note
the next state; return to the marker and carry out the desired action
(which may include moving or altering the marker); move left, find the
quadruple for the next step, and repeat the procedure. It is easy to shift
part of the tape one square to the right (say) if at any time more space
is needed on the tape.

If a situation is reached for which there is no appropriate quadruple
then erase the description of Tm, change the marker back to its “true”
value and halt. The output tape will be the same as that produced by
Tm acting on

. . . ⊔ 1n1+1 ⊔ . . . ⊔ 1nk+1 ⊔ . . .

and will give the value of fk
m(n1, . . . , nk). If, on the other hand, it

is always possible to find the required quadruple then fk
m will not be

defined at (n1, . . . , nk), since Tm will not halt on the above input; and
nor will U halt on input

. . . ⊔ 1m+1 ⊔ 1n1+1 ⊔ . . . ⊔ 1nk+1 ⊔ . . . .

This completes the proof.

Comment. It is not necessary to rely on Church’s Thesis in the above
proof, since universal Turing machines have actually been constructed.
The following version is due to Marvin Minsky, about 1967.

(q1, Y,⊔, L, q1) (q3, 1, A, L, q3) (q5, A, 1, R, q5)
(q1,⊔,⊔, L, q1) (q3, A, 1, L, q4) (q6, Y, Y, R, q6)
(q1, 1, 1, L, q2) (q4, Y, Y, L, q4) (q6,⊔, A, L, q3)
(q1, A, 1, L, q1) (q4,⊔, Y, R, q5) (q6, 1, A, R, q6)
(q2, Y,⊔, L, q1) (q4, 1, 1, L, q7) (q6, A, 1, R, q6)
(q2,⊔, Y, R, q2) (q4, A, 1, L, q4) (q7, Y,⊔, R, q7)
(q2, 1, A, R, q2) (q5, Y, Y, R, q5) (q7,⊔, Y, R, q6)
(q2, A, Y, R, q6) (q5,⊔, Y, L, q3) (q7, 1, 1, R, q7)
(q3, Y, Y, L, q3) (q5, 1, A, R, q5) (q7, A,⊔, R, q2)

(Source: J. Haugeland, Artificial intelligence: the very idea, MIT Press,
ca. 1985, p. 139.)
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The halting problem. For a real-life computer program, we would
often like to know for sure whether, operating on certain data, it will
produce some output, or whether it will get stuck in an infinite loop. In
terms of Turing machines, we would like to ask

“Is there any general method to tell whether or not a given
Turing machine halts on a given input tape?”

This question is known as the halting problem.

According to Church’s Thesis, a “general method” means, in effect,
a Turing machine; furthermore, we may choose any convenient notations
for input and output. So we rephrase the above question:

“Is there a Turing machine T which, given the input tape

. . . ⊔ 1m+1 ⊔ 1n+1 ⊔ . . . ,

acts as follows? – if Tm halts on input . . . ⊔ 1n+1 ⊔ . . . then T
halts with output . . . ⊔ 1 1 ⊔ . . . ; while if Tm does not halt on
input . . . ⊔ 1n+1 ⊔ . . . , then T halts with . . . ⊔ ⊔ 1 ⊔ . . . for
output.”

First we look at a more specific problem.

Theorem. There is no Turing machine which, if it is given any tape
. . . ⊔ 1n+1 ⊔ . . . as input, will

• halt with output . . . ⊔ 1 1 ⊔ . . . if Tn halts on input n;

• halt with output . . . ⊔ ⊔ 1 ⊔ . . . if Tn does not halt on input n.

Proof by contradiction. Suppose that there exists such a Turing ma-
chine T . Let the final states, in the cases where Tn halts on input n, be
the states qk with k ∈ K. (There could be different halting states for
different n.) Since T halts on qk scanning a 1, it contains no quadruple
(qk, 1, ..., ...) with k ∈ K, and we may form a new, legal, Turing machine
by adding to T the set of quadruples

{ (qk, 1, 1, qk) | k ∈ K } .

Suppose that this new machine is Th in our standard list of Turing
machines. The action of Th on input n is as follows: if Tn halts on input
n we have

(q0) . . . ⊔ 1 1n ⊔ . . .
T−→ (qk) . . . ⊔ 1 1 ⊔ . . . 1 1
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and so Th doesn’t halt on n; while if Tn does not halt on n then

(q0) . . . ⊔ 1 1n ⊔ . . .
T−→ (qℓ) . . . ⊔ ⊔ 1 ⊔ . . .

and Th does halt on n. Thus we have

Th halts on input n iff Tn does not halt on input n .

But this is true for any n ∈ N; choosing n = h gives

Th halts on input h iff Th does not halt on input h ,

a contradiction.

Corollary. The halting problem is unsolvable.

Proof. The above is a particular case of the halting problem.

Note.

• There is a method to determine that a Turing machine halts on
given input: just run it and see! However, if the machine does
not halt, this procedure will run for ever without giving the answer
“no”, and therefore does not answer the above question. There is no
method to determine, in general, whether or not a Turing machine
halts on given input.

• Observe how, as with Gödel’s first incompleteness theorem, we have
turned (something like) Russell’s paradox to good account.

As we saw above, there is a listing

f0 , f1 , f2 , . . .

of all (partial or total) computable functions of one variable. By deleting
all the partial functions (and deleting all the repetitions, if desired) we
see that there is a list of all computable total functions

ft(0) , ft(1) , ft(2) , . . . .

However this list is not computable!
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Theorem. The function t defining the above list is not computable.

Proof. Suppose that t is computable. Since there are infinitely many
computable total functions, t is also a total function. Consider the
function defined by

f(n) = ft(n)(n) + 1 .

An informal algorithm to calculate f(n) is as follows: given n, use the
assumed algorithm to find t(n); use the Turing machine G to find a
machine Tt(n) which computes ft(n); apply this machine to the input n;
add 1. Therefore, by Church’s Thesis, f is computable. Also, for any
given n we know that t(n) exists; and since ft(n) is a total function,
ft(n)(n) also exists.

Thus f is a total computable function, and as such is in the above
list, say f = ft(m) for some particular m ∈ N. By definition we have

ft(m)(n) = ft(n)(n) + 1

for every n ∈ N; and choosing n = m we obtain

ft(m)(m) = ft(m)(m) + 1 ,

a contradiction. Thus t is not computable.

Corollary. There is no algorithm to decide whether a given function is
a total function or not.

Proof. If there were such an algorithm, there would also be an algorithm
as follows to compute t. Applying the hypothetical decision algorithm,
search for the first total function in the list f0, f1, f2, . . . ; if the function
found is fk, then the index k will be the value of t(0). Apply the al-
gorithm again to search through fk+1, fk+2, . . . until we find a value for
t(1); and so on. Because there are infinitely many total functions every
one of these searches is guaranteed to terminate, and we find all values
t(n). Since, however, there is in fact no algorithm to compute t, there
can be no algorithm to decide whether or not a given function is total.

Note. Observe the use of (something like) Cantor’s diagonal argument
in the proof of the main theorem.
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An application to predicate calculus. We can describe the entire
action of a given Turing machine T by a set of formulae in the language
of predicate calculus. Imagine the squares of the tape to be indexed
by integers . . . ,−2,−1, 0, 1, 2 . . . ; our language will include a constant
symbol x corresponding to each integer x for which square x is non–blank
on the input tape, and also a constant 0

¯
. To describe the movement of

the read/write device along the tape we will need functions s and p
representing the successor and predecessor of a given integer.

Consider the successive steps in the computation to occur at discrete
time intervals t = 0, 1, 2, . . . , and introduce predicate letters S⊔(t, x) and
S1(t, x) with the intended interpretations

“at step t, square x contains a ⊔ ”,

“at step t, square x contains a 1”

respectively. Also, for each state qk introduce a predicate Qk(t, x) to be
thought of as

“at step t, the machine is in state qk and is scanning square x”.

The action of any quadruple can be expressed by means of a predicate
formula. For example (q3,⊔, L, q2) corresponds to the formula

∀t ∀x ((Q3(t, x) ∧ S⊔(t, x))→(Q2(s(t), p(x))

∧ ∀y (S⊔(t, y)→S⊔(s(t), y)) ∧ ∀y (S1(t, y)→S1(s(t), y)))) .

Also, the fact that the machine starts (for example) in state q0, scanning
square 0 on a tape whose non–blank squares are x1, . . . , xk can be written

Q0(0
¯
, 0
¯
) ∧ S1(0

¯
, x1) ∧ · · · ∧ S1(0

¯
, xk)

∧ ∀x ((x 6= x1 ∧ · · · ∧ x 6= xk)→S⊔(0
¯
, x)) .

Finally, let the state–symbol pairs which cause T to halt be

(qk1
, s1) , . . . , (qkj

, sj) ;

then the formula

∃t ∃x ((Qk1
(t, x) ∧ Ss1

(t, x)) ∨ · · · ∨ (Qkj
(t, x) ∧ Ssj

(t, x))) ,

denoted H, asserts that at some step the machine halts. We can now
show
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Theorem. The undecidability of the predicate calculus. There is no
algorithm to decide whether or not a given formula of L is a theorem of
predicate calculus.

Sketch of proof . Consider the following algorithm. For an arbitrary
Turing machine T , and for any input tape, construct a set of sentences
Σ consisting of

• axioms for equality and axioms specifying the properties of s and
p, for example

6
¯

= s(s(s(3
¯
))) and ∀x p(s(x)) = x ;

• statements of the above form expressing the action of the quadruples
comprising T ;

• a statement giving the initial configuration.

Let H be the “halting” statement above. Then it can be shown that

Σ ⊢ H if and only if T halts on the given input.

If there were an algorithm to decide whether a given formula is a theorem
of L, we could use it to decide whether Σ ⊢ H and hence to solve the
halting problem. But we know that this is impossible, and hence no
such algorithm can exist.

Recursive functions. Let’s consider another approach to computabil-
ity. We shall start with some basic “intuitively computable” functions
and shall build up more complicated functions (and partial functions) by
“intuitively computable” methods. Peano’s axioms for arithmetic will
give us clues as to what sort of functions are likely to be useful.

Axioms (PA1) and (PA2) suggest that we begin with the zero func-
tion z(n) = 0 and the successor function s(n). Constructing the com-
position of these functions gives the constant functions

s(z(n)) = 1 , s(s(z(n))) = 2

and so forth. In general we shall have the composition f ◦ (g1, . . . , gk)
where f is a function of k variables and each gj is a function of ℓ variables.
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This composite will also be a function of ℓ variables; if any of the gj is
a partial function undefined at (n1, . . . , nℓ), then f is also undefined at
this point.

(PA3), allowing mathematical induction, and (PA4) and (PA5) sug-
gest defining addition recursively by means of the formulae

sum(n, 0) = n and sum(n, s(m)) = s(sum(n,m))

for all n,m ∈ N. In general, the primitive recursion of g starting
at f is the function h satisfying

h(n1, . . . , nk, 0) = f(n1, . . . , nk)

h(n1, . . . , nk, s(m)) = g(n1, . . . , nk,m, h(n1, . . . , nk,m))

for all n1, . . . , nk,m ∈ N. Here f is a function of k variables, g a function
of k+2 variables and the result h a function of k+1 variables. As above,
if any term used in the definition is undefined at a certain point then h
is also undefined there.

In the above example the function sum is the primitive recursion of
g starting at f , where

f(n) = n and g(n,m, h) = s(h) .

But these functions have not yet been defined! We need the so-called
projection functions projkj for 1 ≤ j ≤ k which simply pick a variable
out of a k-tuple:

projkj (n1, . . . , nk) = nj .

Note that proj11 is simply the identity function of one variable; we often
write it as id. Hence sum is the primitive recursion of s ◦ proj33 starting
at id.

Finally, it is useful to be able to define the “solution” of an equation.
We need only define the smallest solution as others can then be found
recursively. If f is a function of k + 1 variables, the minimisation of
f is a function minf of k variables whose value at (n1, . . . , nk) is the
smallest m such that f(n1, . . . , nk,m) = 0. More precisely,

minf (n1, . . . , nk) = m
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if m is a natural number such that f(n1, . . . , nk, p) is defined and non–
zero for 0 ≤ p < m and f(n1, . . . , nk,m) = 0; and minf is undefined if
there is no such m. For example, if

f(n,m) =

{

n − m2 if n ≥ m2

undefined otherwise

then minf (49) = 7 while minf (48) is undefined.

Definition. We define the class of recursive (partial) functions as
follows:

• the zero, successor and projection functions are recursive;

• any composition of recursive functions is recursive;

• the primitive recursion of a recursive function, starting at a recursive
function, is recursive;

• the minimisation of a recursive function is recursive;

• a function is recursive if and only if it can be constructed by a finite
number of applications of these rules.

Note.

• The zero, successor and projection functions are sometimes called
the initial functions.

• Functions which can be obtained without using minimisation are
called primitive recursive (partial) functions.

Examples.

1. Considering (PA6) and (PA7) we see that multiplication is recursive:
prod is the primitive recursion of sum(proj31,proj33) starting at z.
Less formally,

prod(n, 0) = 0

prod(n, s(m)) = sum(n,prod(n,m)) .

2. We can define n3 as a function of n by composition:

cube = prod(id,prod(id, id)) .
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3. The “truncated predecessor” function is recursive, being defined by

pred(0) = 0 and pred(s(m)) = m .

Notice that in this case we have defined recursively a function
h(n1, . . . , nk,m) with k = 0, that is, with no variables nj . Formally,
pred is the primitive recursion of proj21 starting at the constant 0,
which is regarded as a function of no variables.

4. The truncated difference n −· m (which denotes n − m if n ≥ m,
zero otherwise) is defined recursively by

n −· 0 = n , n −· s(m) = pred(n −· m) ,

and the absolute difference is

abs(n,m) = (n −· m) + (m −· n) .

5. The “real” difference n1 − n2 can be defined by minimisation. Let
f(n1, n2,m) = abs(n1, sum(n2,m)), which is recursive. Then define

n1 − n2 = minf (n1, n2) .

The value of this expression is the difference of n1 and n2 if n1 ≥ n2,
and is undefined if n1 < n2. This is to be expected as we are
concerned only with functions whose values are natural numbers.
Observe that in this case minimisation of a total function f gives
only a partial function.

6. The functions eq(m,n), which equals 1 if m = n and 0 otherwise,
and greater(m,n), which is 1 if m > n and 0 if m ≤ n, can be
defined by

eq(m,n) = 1 −· abs(m,n)

greater(m,n) = (m −· n) −· (m −· s(n))

and therefore are recursive. These functions are often useful in
constructing further recursive functions. For example the function

sqr(m) = ⌊
√

m⌋
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is defined recursively by

sqr(0) = 0 ;

sqr(s(m)) = sqr(m) + eq(s(m), (s(sqr(m)))2) .

Theorem. All recursive functions are Turing computable.

Proof. We have seen that z and s are computable; to compute projkj
we merely need to erase everything but the jth block of 1s.

We already know that the composition of computable functions is
computable.

Given computable functions f and g, an informal algorithm to find
the primitive recursion of g starting at f is: compute h = f(n1, . . . , nk),
this being possible since f is known to be computable, and set m = 0.
Calculate g(n1, . . . , nk,m, h), overwrite h with this value, and increment
m. Repeat until m reaches the desired value.

To compute the minimisation of a computable function f , calculate
f(n1, . . . , nk,m) for m = 0, 1, 2, . . . until the value is found to be zero,
at which point m is the desired output; if such a case never arises, or if
for some m the value of f is not defined, then minf is undefined. In this
case the Turing machine will not halt, which is the appropriate action
for an undefined value of a partial function.

By Church’s Thesis, all these procedures are Turing computable.
This completes the proof.

Recursive and recursively enumerable sets. We consider the prob-
lem of algorithmically recognising a set A of natural numbers. We can
do this by computing (if possible) the characteristic function

χA(n) =
{

1 if n ∈ A
0 if n /∈ A.

Definition. A set A ⊆ N is called recursive, or decidable, if χA is a
recursive function.

Examples.

• The empty set is recursive since χ∅ = z. Similarly N is recursive.
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• Any finite set A = { a1, a2, . . . , ak } is recursive since

χA(n) = eq(n, a1) + eq(n, a2) + · · · + eq(n, ak)

defines a recursive function. If B is cofinite (that is, B is finite)
then

χB = 1 −· χ
B

is a recursive function and so B is recursive.

• Similarly, the complement of any recursive set is itself recursive.

• The set of even numbers is recursive since its characteristic function
is defined by

χeven(0) = 1 , χeven(s(m)) = 1 −· χeven(m) .

• S = { squares } is recursive because

χS(n) = eq(n, (sqr(n))2) .

• The set of primes is recursive (problem 15(d)).

A related idea is that of a set which can be listed (enumerated) as

{ f(0), f(1), f(2), . . . } ,

(possibly with repetitions), where the elements can actually be computed
in the given form. That is,

Definition. A set of natural numbers is recursively enumerable if it
is empty or is the image of a recursive function.

Examples.

• Any recursive set is also recursively enumerable. Informally, if we
have an algorithm which decides whether or not any given n is in A,
we can test n = 0, 1, 2, . . . in turn for membership of A and define
the first “success” to be f(0), the second f(1) and so on.
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• However, there exist sets which are recursively enumerable but not
recursive. Consider

D = {n ∈ N | n is the difference of two primes } .

Now “the nth prime” is a recursive function of n; so D can be
algorithmically listed as

D = { 2−2, 3−2, 3−3, 5−2, 5−3, 5−5, 7−2, . . . }
= { 0, 1, 3, 2, 5, 4, 9, . . . }

and is therefore recursively enumerable. But note that this proce-
dure does not list D in increasing order: if some natural number n
is not in D then it will never be listed, but we will never be certain
of this fact! It seems plausible, then, that D is not recursive.

Similar reasoning to that of the second example suggests that if A is
recursively enumerable, it does not follow that A is also. For we may use
a recursive procedure to write down elements of A one by one; however,
if a particular element a is not observed to occur, there is in general no
point at which we could say for sure that a will never occur and therefore
should be written down in A instead. In fact, we have

Theorem. Let A ⊆ N. Then A is recursive if and only if both A and A
are recursively enumerable.

Proof. From previous remarks, if A is recursive then so is A, and hence
each is recursively enumerable.

Conversely, suppose that A and A are recursively enumerable. If
either is empty then A = ∅ or A = N and so A is recursive. Otherwise,
A and A are the images of recursive functions f and g respectively. Then
the following is an algorithm to decide, for any given n, whether or not
n ∈ A. Compute f(0), g(0), f(1), g(1), . . . until we find the required
number n. If n is one of the values f(m) then n ∈ A, while if n is one
of the g(m) then n /∈ A.

In order to give an example of a set which can be proved to be
recursively enumerable but not recursive, we recall our list

f0 , f1 , f2 , . . .

154



of computable (partial) functions, and define

K = {n ∈ N | fn is defined at n } .

Theorem. K is recursively enumerable but not recursive.

Proof. Suppose that K is recursive. Then we have a recursive (that is,
computable) function given by

χK(n) =

{

1 if Tn halts on input . . . ⊔ 1n+1 ⊔ . . .
0 if not,

which enables us to solve (a special case of) the halting problem. But we
saw earlier that this problem is unsolvable. Hence, K is not recursive.

K is recursively enumerable since the following algorithm lists the
elements of K. Carry out the first step taken by T0 on input 0; then
the first step taken by T1 on input 1 and the second step taken by T0

on input 0; then the first step of T2 on input 2, the second of T1 on 1
and the third of T0 on 0; and so on. If at any stage the required step
is impossible we see that the computation performed by Tn on input n
has halted; in this case we list n as an element of K and proceed to the
next step of the next Turing machine.

Corollary. K is not recursively enumerable.

Another example: it follows from earlier work that

{n ∈ N | fn is a total function }

is not recursively enumerable.

The following result provides an important alternative characterisation
of recursively enumerable sets.

Theorem. A set is recursively enumerable if and only if it is the domain
of some recursive partial function.

Proof. Suppose that A is recursively enumerable. If A is empty it
is the domain of the partial function which is undefined everywhere(!).
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Otherwise, A is the image of a recursive function f . Define recursive
functions by

h(n,m) = abs(f(m), n) , g = minh .

Then h, a composition of recursive functions, and g, the minimisation
of a recursive function, are both recursive; and for any n ∈ N we have

n ∈ A iff n = f(m) for some m ∈ N

iff abs(f(m), n) = 0 for some m ∈ N

iff g is defined at n
iff n is in the domain of g.

Hence A is the domain of the partial recursive function g.

Conversely, if A is the domain of a partial function g computed by
a Turing machine T , the following algorithm lists A. Carry out the first
step taken by T on input 0; then the first step taken by T on input 1
and the second step on input 0; then the first step taken by T on input
2, the second on 1 and the third on 0; and so on. If at any point the
desired step is impossible, T has halted on input n; add n to the listing
of A and proceed with the next step. The whole of A is listed by this
procedure since the action of T on input n halts eventually if and only
if n ∈ A.

We conclude by using this theorem to give a more direct proof of
an earlier result. Let

K = {n ∈ N | fn is defined at n } ,

and suppose that K is recursively enumerable. Then K is the domain
of a recursive partial function fm, say. That is,

n ∈ K if and only if fm is defined at n ,

which is to say that for any n ∈ N we have

fn is undefined at n if and only if fm is defined at n .

Choosing n = m we have an immediate contradiction; thus K is not
recursively enumerable.
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