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4. LEAST SQUARES

Dot product, length and projections.

Objectives. Know how to find the dot product of two vectors and the
length of a vector. Understand the geometric meaning of these concepts.
Be able to find the projection of a vector onto another.

Background theory .

1. Write down a formula relating dot products, lengths and angles.

2. How do you tell if two vectors are orthogonal?

3. Draw a diagram illustrating the projection of a vector u onto a non-
zero vector v. Give a formula for the projection in terms of u and
v.

Example. Let u = (3,−1, 1), v = (1, 4, 1) and w = (3, 2,−3). Find a
unit vector in the direction of u, show that u and v are orthogonal, find
the angle between u and w, and find the projection of v onto w.

Example. Repeat for u = (2, 3,−1), v = (−1, 2, 4) and w = (1, 5,−4).

Further exercises. Problem 1 from chapter 4 in the problem book.

Orthogonal complement and projection onto subspaces.

Exercise. Let W be a subspace of a vector space V . Use properties of
dot products to show that

W⊥ = {v ∈ V | v · w = 0 for all w ∈ W }

is also a subspace of V .

The subspace W⊥ in the above exercise is called the orthogonal com-

plement of W . Geometrically, it consists of those vectors in V which
are perpendicular to every vector in W . In R

3,

• the orthogonal complement of a plane through the origin is a line
through the origin;
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• the orthogonal complement of a line through the origin is a plane
through the origin.

Examples.

1. Let W = {x ∈ R
3 | 3x1 − x2 + 7x3 = 0 }. Then W is a plane

through the origin, and a vector normal (perpendicular) to W is
(3,−1, 7). Therefore

W⊥ = { t (3,−1, 7) | t ∈ R } = span{ (3,−1, 7) } .

2. In R
3, let W = span{ (1, 4,−1), (1, 2, 0) }. Then W is a plane, and

a normal to the plane is

(1, 4,−1) × (1, 2, 0) = (2,−1,−2) .

Therefore
W⊥ = span{ (2,−1,−2) } .

3. An example in R
4. Let W = span{ (1,−1, 2, 0), (−2, 1, 0, 1) }. If

x ∈ W⊥ then

x · (1,−1, 2, 0) = 0 and x · (−2, 1, 0, 1) = 0 ,

that is, x1 − x2 + 2x3 = 0 and −2x1 + x2 + x4 = 0. Solving by
row–reduction, we have

(

1 −1 2 0
−2 1 0 1

)

∼
(

1 −1 2 0
0 −1 4 1

)

,

which gives the solution by back substitution

x4 = t , x3 = s , x2 = 4s + t , x1 = 2s + t ;

hence

W⊥ =





















2s + t

4s + t

s

t






s, t ∈ R















=















s







2
4
1
0






+ t







1
1
0
1






s, t ∈ R















= span

















2
4
1
0






,







1
1
0
1

















.
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We should check that the basis vectors for W⊥ are perpendicular
to those for W . Note that in R

4, the vectors perpendicular to a
plane form a plane, not a line!

Exercises.

1. In R
3, find the orthogonal complement of the plane through the

origin W = span{ (−1,−1, 2), (4,−3, 4) }
2. In R

4, find W⊥ if W = span{ (1, 3, 5,−1), (−1,−2, 0, 3) }.
3. In R

4, find the orthogonal complement of W = span{ (1, 4,−1, 2) }.
4. Question 2 in the problem book.

We know how to find the projection of a vector into a given direc-
tion, that is, the projection onto a line. But a line is simply a subspace
of dimension 1, and sometimes we want to project onto a subspace of
larger dimension. For example, in physics or engineering we may need
to find the horizontal component of a force or velocity – that is, the
projection into a horizontal plane.

Example. Find the projection of the vector v = (6, 1,−5) onto the
plane W = span{w1,w2 }, where w1 = (1, 2, 1) and w2 = (−1, 1, 0).

Solution. We can write

v = λ1w1 + λ2w2 + w ,

where w is perpendicular to W ; then to find the required projection we
throw out w and keep the rest. Take the dot product of each side with
w1 and w2 to give

v · w1 = λ1w1 · w1 + λ2w2 ·w1 + w ·w1

v · w2 = λ1w1 · w2 + λ2w2 ·w2 + w ·w2 .

Noting that w ·w1 = w ·w2 = 0 and calculating the other dot products
gives

3 = 6λ1 + λ2 and − 5 = λ1 + 2λ2 ,

and solving by the usual methods gives λ1 = 1, λ2 = −3. Therefore the
projection is

projW v = w1 − 3w2 = (4,−1, 1) .
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Check. The difference between v and the projection is

v − projW v = (2, 2,−6) ,

and this is perpendicular to both w1 and w2.

Exercise. Repeat the above for v = (2, 5, 6, 3), w1 = (1, 0, 1, 0) and
w2 = (0, 2,−1, 1). Also, try questions 3 and 4 from problem set 3.

Now suppose that w1 ⊥ w2, that is, the basis vectors for the subspace
W are perpendicular. Then the above calculations become much easier:
we have

v = λ1w1 + λ2w2 + w ,

so
v ·w1 = λ1w1 ·w1

and
λ1 =

v ·w1

w1 ·w1
.

Calculating a similar formula for λ2 gives the projection

projW v =
v · w1

w1 · w1
w1 +

v · w2

w2 ·w2
w2 .

The resemblance to the formula for projection onto a line should be
clear. Note carefully that this formula is only true when w1 and w2 are
perpendicular. If w1 and w2 are unit vectors the formula is simplified
still further; we have the following definition and result.

Definition. A set of vectors is orthonormal if the vectors are all of
unit length and perpendicular to each other. That is, {v1,v2, . . . ,vn }
is orthonormal if

vi · vj =

{

1 if i = j

0 if i 6= j.

In particular, if the set is a basis for a vector space it is called an or-

thonormal basis.

Theorem. Let W be a subspace of V , and suppose that {w1, . . . ,wm }
is an orthonormal basis for W . The projection of any v in V onto W is
given by

projW v = (v · w1)w1 + · · · + (v ·wm)wm .
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Example. The three vectors

w1 = 1
2 (1, 1, 1,−1) , w2 = 1

2 (1,−1, 1, 1) , w3 = 1
2 (−1, 1, 1, 1)

form an orthonormal basis for a subspace W of R
4. Find the projection

onto W of the vector v = (2, 7,−1, 6).

Exercise. Problem 5 from section 4.

Given a subspace W of R
n, define a transformation T : R

n → R
n by

T (v) = projW v. It is not too hard (exercise!) to convince yourself by ge-
ometrical arguments that T is linear; we shall confirm this algebraically
by writing T as matrix multiplication.

Let A be an n×m matrix whose columns form a basis for W ; note
that A then has linearly independent columns, and that W = CS(A).
The following remark about matrix multiplication will be useful more
than once in the future.

Observation. If M and N are matrices with the same number of rows,
then the product MTN is defined, and the element in row i and column
j is the dot product

[MTN ]ij = { ith column of M } · { jth column of N } .

Now the projection y of v onto CS(A) is determined by two properties:
y is in CS(A), and v − y is perpendicular to CS(A). The first of these
means that y = Ax for some x ∈ Rm. On account of the preceding
observation we need to find x satisfying AT (v − Ax) = 0, that is,

AT v = ATAx .

It turns out, as we shall show, that ATA is invertible, so there is a unique
solution for x, and we have found a formula for the projection:

projW v = y = Ax = A (ATA)−1AT v .

Lemma. If the columns of A are linearly independent, then ATA is
invertible.
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Proof. Let ATAx = 0. Then xT ATAx = 0, that is, (Ax)T Ax = 0, or
‖Ax‖ = 0. Since A has linearly independent columns, we have x = 0.
Thus ATA is a square matrix and ATAx = 0 has a unique solution; from
a fact proved in first year algebra, this means that ATA is invertible.

The above line of reasoning is now complete, and proves the following.

Theorem. If W is a subspace of R
n, then the projection map onto W

is a linear transformation. Its matrix with respect to the standard basis
in Rn is A (ATA)−1AT , where the columns of A form a basis for W .

Example. Consider W = span{ (1, 0, 1, 0), (0, 2,−1, 1) }, a subspace of
R

4. If A has these basis vectors of W as its columns, then

ATA =

(

1 0 1 0
0 2 −1 1

)







1 0
0 2
1 −1
0 1






=

(

2 −1
−1 6

)

,

and so the matrix of the projection onto W is

A (ATA)−1AT =







1 0
0 2
1 −1
0 1







(

2 −1
−1 6

)−1 (

1 0 1 0
0 2 −1 1

)

=
1

11







6 2 5 1
2 8 −2 4
5 −2 6 −1
1 4 −1 2






.

In particular, the projection onto W of (2, 5, 6, 3) is

1

11







6 2 5 1
2 8 −2 4
5 −2 6 −1
1 4 −1 2













2
5
6
3






=







5
4
3
2






,

which confirms the result of the exercise at the top of page 4.
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Suppose that the columns of A are not just a basis but an orthonormal

basis for W . Then the row i, column j element of ATA is

{ ith column of A } · { jth column of A } =

{

1 if i = j

0 if i 6= j.

In other words, ATA = I, and we have a simpler form of the projection
formula.

Theorem. Suppose that the columns of Q form an orthonormal basis
for a subspace W of R

n. Then

projW v = QQT v

for all v in R
n.

Note. If Q has orthonormal columns then QT Q = I, but it is usually
not true that QQT = I.

Problem. Expanding the projection formula and simplifying, we have

projCS(A) v = A (ATA)−1AT v = AA−1(AT )−1AT v = v ,

so the projection is always the same as the original vector. But this is
obviously not true, so there must be something wrong with the above
argument! What is it?

Further problems. In section 4, try exercise 6.

The Gram–Schmidt procedure. The above section shows that in
finding projections, the calculations are simplified if we write vectors in
terms of an orthonormal basis. You should be familiar with this already
from working geometric problems by vector methods – often the easiest
method is to write everything in terms of the vectors i, j,k, which form
an orthonormal basis for R

3. So there arises the question of how to
obtain an orthonormal basis for a vector space.

If we already know a basis for a vector space, we can convert it into
an orthonormal basis for the same space by using the Gram–Schmidt

procedure. Given a basis {x1,x2,x3, . . . },
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• let v1 be x1;

• let v2 be x2 with the component in the v1 direction removed; then
v2 is orthogonal to v1;

• let v3 be x3 with the components in the v1 and v2 directions re-
moved; then v3 is orthogonal to both v1 and v2;

• and so on;

• finally, an orthonormal basis {u1,u2,u3, . . . } is obtained by nor-
malising {v1,v2,v3, . . . }.

You should understand what this looks like geometrically in R
n.

v1 = x1

v2

x2

v1

v2

x3

v3

Example. The vectors

x1 = (1, 2, 3) , x2 = (5, 2, 11) , x3 = (6, 1, 2)

form a basis for R
3. Applying the Gram–Schmidt procedure, we have

v1 = x1 = (1, 2, 3) ,

v2 = x2 − projv1
x2 = x2 − 3v1 = (2,−4, 2) ,

v3 = x3 − proj
v1

x3 − proj
v2

x3 = x3 − v1 − 1
2
v2 = (4, 1,−2) .

Hence an orthonormal basis for span{x1,x2,x3 } consists of

u1 = 1√
14

v1 = 1√
14

(1, 2, 3) ,

u2 = 1
2
√

6
v2 = 1√

6
(1,−2, 1) ,

u3 = 1√
21

v3 = 1√
21

(4, 1,−2) .
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Exercise. The vectors

x1 = (1, 2,−4,−2) , x2 = (1,−2, 5, 1) , x3 = (8, 7,−4,−6)

form a basis for a subspace of R
4. Use the Gram–Schmidt procedure to

find an orthonormal basis for this subspace.

Further problems. Exercise 7 in section 4.

The QR factorisation. We can rewrite the computations in the pre-
ceding example to give the original vectors x1,x2,x3 in terms of the
orthonormal vectors u1,u2,u3. Thus

x1 =
√

14u1

x2 = 3
√

14u1 + 2
√

6u2

x3 =
√

14u1 +
√

6u2 +
√

21u3 .

Now observe that if Q is the matrix with columns u1,u2, . . . , then the
equation

x = λ1u1 + λ2u2 + · · ·
can be rewritten as

x = Q





λ1

λ2
...



 .

Therefore we have

(x1 x2 x3 )

= (
√

14 u1 3
√

14u1 + 2
√

6u2

√
14u1 +

√
6u2 +

√
21u3 )

= (u1 u2 u3 )





√
14 3

√
14

√
14

0 2
√

6
√

6
0 0

√
21



 ,

that is,





1 5 6
2 2 1
3 11 2



 =







1√
14

1√
6

4√
21

2√
14

− 2√
6

1√
21

3√
14

1√
6

− 2√
21











√
14 3

√
14

√
14

0 2
√

6
√

6
0 0

√
21



 .
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Observe the special forms of the matrices on the right hand side. The
first factor has orthonormal columns; the second has zeros below the
diagonal, and non–zero elements on the diagonal. We usually denote
these matrices by Q and R respectively, and we call the right hand side
a QR factorisation of the left hand side.

Theorem. Let A be an m × n matrix whose columns are linearly in-
dependent. Then A can be written in the form A = QR, where Q is
an m × n matrix with orthonormal columns, and R is an n × n upper
triangular matrix whose diagonal elements are non–zero.

Comments.

• There is another method, known as the Householder algorithm, for
finding a QR factorisation of a given matrix. The result is similar,
though not quite identical, to the one we have just seen.

• The QR factorisations are important in devising computer routines
to minimise round–off errors in matrix calculations.

Exercise. Use the Gram–Schmidt procedure performed on page 9 to
find a QR factorisation of the matrix

A =







1 1 8
2 −2 7
−4 5 −4
−2 1 −6






.

Further problems. Exercise 8.

Least squares problems. Let W be an m–dimensional subspace of
R

n. We can confirm the formula found above for the matrix of the
projection onto W by observing that projW v is the closest vector of W

to v. As usual we take A to be an n×m matrix whose columns form a
basis for W , so that W = CS(A). Then any vector in W has the form
Ax for some x in R

m, and so our task is this: given A and v, find x

such that ‖Ax − v‖ is a minimum.

Theorem. Let A be an n × m matrix having linearly independent
columns, and let b be in R

n. The vector x in R
m which minimises
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‖Ax − b‖ is given by
ATAx = AT b . (1)

Proof. To begin we need two simple facts about matrix algebra. First
observe that if u ∈ R

m and v ∈ R
n then vTAu is a scalar (or, to be

perfectly accurate, a 1 × 1 matrix). Therefore

vTAu = (vTAu)T = uTAT v

and so
‖Au − v‖2 = (Au − v)T (Au − v)

= uTATAu− vTAu− uTAT v + vT v

= uTATAu− 2uTAT v + vT v .

Secondly, from equation (1) above we immediately obtain

xTATA = bTA and xTATAx = xTAT b .

Now let y be any vector in R
m. We want to show that

‖Ay − b‖ > ‖Ax − b‖ ,

except in the case y = x when obviously LHS = RHS. Using the first of
the above properties, and then (1), we have

‖Ay − b‖2 = yTATAy − 2yTAT b + bT b

= yTATAy − 2yTATAx + bT b .

Now from the second fact above we have

xTATAx− 2xTAT b + xTATAx = 0 ,

so we can add this to the right hand side of the previous equation and
rearrange terms to obtain

‖Ay − b‖2 = (xTATAx− 2xTAT b + bT b)

+ (xTATAx− 2yTATAx + yTATAy)

= ‖Ax − b‖2 + ‖Ax − Ay‖2 .
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If x 6= y then Ax 6= Ay (because A has linearly independent columns)
and so

‖Ay − b‖2 > ‖Ax − b‖2 ;

this completes the proof.

Corollary. Another proof of the projection formula. If the columns of
an n × m matrix A form a basis for W then

• projW v is the vector w ∈ W which minimises ‖w − v‖;
• so projW v is the vector Ax which minimises ‖Ax − v‖;
• so x = (ATA)−1AT v. Hence

projW v = A(ATA)−1AT v ,

as we saw earlier.

Comments.

• The equations (1) are called the normal equations for the system
Ax = b. If A has linearly independent columns then the normal
equations have a unique solution for x.

• The vector x given by the normal equations is called the least

squares solution of Ax = b. That is, it is not (usually) a solution,
but is the closest possible vector to a solution. The term “least
squares” refers to the fact that the discrepancy between two vectors
is measured by a sum of squares,

‖u − v‖ =
√

(u1 − v1)2 + · · · + (un − vn)2 ,

and x is the vector which gives the least value of ‖Ax − b‖.
• An alternative proof of the least squares theorem. The square of

the discrepancy, ‖Ax−b‖2, can be regarded as a function of the m

components x1, . . . , xm of the vector x. To minimise this function
we let all the partial derivatives be simultaneously zero,

∂

∂x1
‖Ax − b‖2 = 0 , . . . ,

∂

∂xm

‖Ax − b‖2 = 0 .

Solving these equations once again shows that ATAx = AT b; the
details are left as an exercise.
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Example. Find the least squares solution of Ax = b, where

A =







1 1
1 2
1 3
1 4






and b =







7
4
0
2






.

Hence find the projection of b onto CS(A).

Solution. The normal equations for Ax = b are ATAx = AT b, that is,

(

4 10
10 30

)

x =

(

13
23

)

.

Solving by row–reduction,

(

4 10 13
10 30 23

)

∼
(

2 0 16
0 10 −19

)

and so the least squares solution is

x =

(

8
−1·9

)

.

The projection of b onto CS(A) is

projCS(A) b = Ax =







1 1
1 2
1 3
1 4







(

8
−1·9

)

=







6·1
4·2
2·3
0·4






.

Exercise. Repeat the above for

A =







−1 3
1 −2
0 1
2 4






and b =







6
−7
2
−4






.

Also, try question 9 in the problem book.
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The main reason for studying the least squares theorem is not for
the alternative proof of the projection formula, but because it has much
wider applications. For example, suppose that in an experiment the
following measurements are made of two related quantities x and y.

x 1 2 3 4

y 7 4 0 2

For theoretical reasons it is expected that there should be a linear re-
lation between x and y, say, y = a + bx for some constants a and b.
(Note that this relation is not a linear transformation in the sense of
the previous topic!) The measured data does not lie on a straight line,
but it is assumed that this is due to errors in the measurements. We
therefore seek the line of best fit, in the least squares sense, for this
data.

If the points (1, 7), (2, 4), (3, 0), (4, 2) were to lie exactly on the line
y = a + bx we should have

a + b = 7 , a + 2b = 4 , a + 3b = 0 , a + 4b = 2 ,

or in matrix form






1 1
1 2
1 3
1 4







(

a

b

)

=







7
4
0
2






.

x

y

0

(1,7)

(2,4)

(3,0)

(4,2)

This system has no solution (exercise: check
this) and so we find the least squares solution,
as this will minimise the discrepancy between
the measured data and the line y = a + bx. In
fact, the calculations are just those we did in
the example on page 13, and the answer is

(

a

b

)

= x =

(

8
−1·9

)

.

Therefore the line of best fit is y = 8 − 1·9x.
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There is no particular reason to fit a straight line to the data. Sup-
pose, for example, that we suspect the relation between x and y to be
quadratic, y = a + bx + cx2, and we wish to find the coefficients a, b, c

such that the discrepancy between the measured y values and the pre-
dicted y values is as small as possible (once again, in the least squares
sense). For the observed data points to lie exactly on the quadratic we
require

a + b + c = 7 , a + 2b + 4c = 4 , a + 3b + 9c = 0 , a + 4b + 16c = 2 .

We again rewrite the equations in matrix form Ax = b, with







1 1 1
1 2 4
1 3 9
1 4 16











a

b

c



 =







7
4
0
2







and obtain the least squares solution. In this case the normal equations
ATAx = AT b become

x

y

0

(1,7)

(2,4)

(3,0)

(4,2)





4 10 30
10 30 100
30 100 354









a

b

c



 =





13
23
55



 ,

and solving by row–reduction gives a = 14·25,
b = −8·15, c = 1·25. Therefore the quadratic
of best fit is

y = 14·25 − 8·15x + 1·25x2 .

Exercise. Find the line y = a + bx of best fit for the data points

(−1,−2) , (0,−3) , (1, 2) , (3, 5).

Find the quadratic of best fit y = a + bx + cx2 for the same points.

Further problems. Section 4, exercises 10 to 14.
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Harder problems.

1. Find the line of the form x = c + dy which best fits the points in
the previous exercise. You should obtain the answer x = 44

82
+ 35

82
y.

But this is not the same line as you found above! Explain why.

2. Find the curve y = a cos x + b sin x which best fits in the least
squares sense the points (0, 1), (1

6π, 0) and (1
3π, 0).

3. The population of penguins nesting on a certain sub–Antarctic is-
land is recorded at yearly intervals for five years, giving the results
in the following table.

year 0 1 2 3 4

population 5470 5390 5810 5760 5850

Use a calculator or Maple to answer the following questions.

(a) Find a line of best fit for this data, and use it to predict whether
the penguin population will generally increase or decrease. If
the latter, predict when the population will totally die out.

(b) Repeat (a) using a quadratic of best fit instead of a line.

(c) Comment on your two answers.

Least squares and QR factorisation. If we seek the least squares so-
lution of Ax = b, a QR factorisation of A may simplify the calculations.
The least squares solution is given by

ATAx = AT b ,

that is,
RT QT QRx = RT QT b .

But RT is invertible, so it can be cancelled; and Q has orthogonal
columns, so QT Q = I. Therefore the above equation becomes

Rx = QT b .

Now calculating QT b is just a matrix multiplication; and solving the
system with R on the left hand side is fairly easy, because R is already

16



in echelon form. So this method may be easier (if the QR factorisation of
A is already known) than solving the normal equations in their original
form.

Example. Find the least squares solution of Ax = b, where

A =







1 1 8
2 −2 7
−4 5 −4
−2 1 −6






and b =







9
3
−2
4






.

Solution. On page 10 we found the QR factorisation

A =











1
5

2√
6

0
2
5 0 3√

11

− 4
5

1√
6

1√
11

− 2
5

− 1√
6

1√
11















5 −5 10
0

√
6 3

√
6

0 0
√

11





for A. We therefore have

QT b =





3
2
√

6√
11



 ,

and back substituting (no row reduction necessary!) in

(

R |QT b
)

=







5 −5 10 3

0
√

6 3
√

6 2
√

6

0 0
√

11
√

11







gives the least squares solution of Ax = b as

x =





− 12
5

−1
1



 .

Further problems. Section 4, problem 16.
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Inner product spaces. Most of you will have studied Fourier series at
some stage. Recall that the Fourier series of an even periodic function
on [−π, π ] is given by

f(x) = a0 + a1 cos x + a2 cos 2x + · · · ,

where

a0 =
1

2π

∫ π

−π

f(x) dx and an =
1

π

∫ π

−π

f(x) cos nxdx for n ≥ 1.

We rewrite the first of these formulae,

a0 =

(

1

π

∫ π

−π

f(x)
1√
2

dx

)

1√
2

,

and define for any functions f and g with domain [−π, π ] the notation

〈f, g〉 =
1

π

∫ π

−π

f(x)g(x) dx ,

so that the Fourier series becomes

f(x) = 〈f, 1√
2
〉 1√

2
+ 〈f, cos x〉 cos x + 〈f, cos 2x〉 cos 2x + · · · .

The reason for all this mystification is that the Fourier series formula
now looks remarkably similar to the projection formula from page 4,

projW v = (v ·w1)w1 + (v · w2)w2 + (v ·w3)w3 + · · · .

Remembering that the whole point of abstract algebra is to recognise
when apparently different situations are really the same, we define the
following concept, which will include dot products, Fourier coefficients
and many other examples as particular cases.

Definition. Let V be a vector space over the field of real numbers. An
inner product on V is a function which assigns to any two vectors u,v

in V a real number 〈u,v〉 and which has the following properties:

18



• it is symmetric, 〈u,v〉 = 〈v,u〉 for all u,v ∈ V ;

• it preserves addition, 〈u1 +u2,v〉 = 〈u1,v〉+ 〈u2,v〉 for all vectors
u1,u2,v ∈ V ;

• it preserves scalar multiplication, 〈λu,v〉 = λ〈u,v〉 for all u,v ∈ V

and for every scalar λ;

• it is positive definite, 〈u,u〉 > 0 for every u 6= 0.

Note. If we regard u as being a variable vector and take v to be a fixed
vector a, then the inner product defines a function

T (u) = 〈u,a〉 ,

and the second and third properties in the definition show that T is a
linear transformation from V to R.

Examples.

• Let V = R
n and let 〈u,v〉 be the ordinary dot product

〈u,v〉 = u · v = u1v1 + u2v2 + . . . + unvn .

Then all the conditions of the definition are satisfied, and so 〈u,v〉
is an inner product on R

n.

• Let V be the vector space of all continuous function on [−π, π ] and
define as above

〈f, g〉 =
1

π

∫ π

−π

f(x)g(x) dx .

The first three conditions of the definition are easily checked by
calculations like

〈λf, g〉 =
1

π

∫ π

−π

(λf)(x)g(x) dx = λ
1

π

∫ π

−π

f(x)g(x) dx = λ〈f, g〉 .

To confirm the fourth property we need to prove that

1

π

∫ π

−π

f(x)2 dx > 0

19

whenever f is not identically zero. Consider the graph of y = f(x)2.
This graph never goes below the x axis; and it is partially above
the axis because f(x) is not always zero. Thus the area under the
graph of y = f(x)2 from −π to π is positive, and this is what we
needed to prove. Thus 〈f, g〉 is an inner product on V .

• Let V = R
2 and define

〈u,v〉 = u1v1 + u1v2 + u2v1 + u2v2 .

This is not an inner product because the positivity condition is not
satisfied. In fact,

〈u,u〉 = u2
1 + 2u1u2 + u2

2 = (u1 + u2)
2 ,

and so, for instance, 〈(1,−1), (1,−1)〉 = 0 even though (1,−1) is
not the zero vector. On the other hand, take

〈u,v〉 = u1v1 + u1v2 + u2v1 + 6u2v2 .

Then
〈u,u〉 = (u1 + u2)

2 + 5u2
2 ;

this clearly cannot be negative, and is zero only if

u1 + u2 = 0 , u2 = 0 ,

that is, only if u = 0. The first three properties in the definition are
quite easy to check (exercise: do so!), and so this formula defines
an inner product on R

2.

• On P2 define

〈p, q〉 = p(0)q(0) + p(1)q(1) + p(2)q(2) .

Once again it is not difficult to confirm that this definition is sym-
metric and linear; it is also clear that

〈p, p〉 = p(0)2 + p(1)2 + p(2)2 ≥ 0 .
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Now suppose that 〈p, p〉 = 0. Then p(0) = p(1) = p(2) = 0, and
letting p(t) = a + bt + ct2 we have

a = 0 , a + b + c = 0 , a + 2b + 4c = 0 .

These equations have the unique solution a = b = c = 0, and so p(t)
is the zero polynomial. Equivalently, we have shown that if p(t) is
not the zero polynomial then 〈p, p〉 6= 0; therefore 〈p, q〉 is an inner
product on P2.

Comment. A similar concept can be defined for a vector space whose
scalars are complex numbers. The positivity condition is that 〈u,u〉 is
always real and positive. On C

2 the definition

〈u,v〉 = u1v1 + u2v2

does not satisfy this condition since, for example,

〈(1, 2i), (1, 2i)〉 = (1)(1) + (2i)(2i) = −3 < 0 .

However, if we define

〈u,v〉 = u1v1 + u2v2 , (2)

then
〈u,u〉 = u1u1 + u2u2 = |u1|2 + |u2|2 ,

which is never negative, and zero only when u1 = u2 = 0. Exercise.
Show that (2) defines an inner product on C

2 by proving also that

• 〈u,v〉 = 〈v,u〉 for all u,v in C
2;

• 〈u1 + u2,v〉 = 〈u1,v〉 + 〈u2,v〉 for all u1,u2,v in C
2;

• 〈u, λv〉 = λ〈u,v〉 for all u,v in C
2 and for every complex λ.

A number of important equalities and inequalities follow from the defi-
nition of an inner product, and therefore are automatically true for any
particular inner product. Many of these also involve the magnitude of a
vector, defined as follows.
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Definition. Let V be a real vector space on which an inner product
〈u,v〉 has been defined. The norm or magnitude of any vector in V

is defined by
‖v‖ =

√

〈v,v〉 .

Examples.

• If V = R
2 and 〈u,v〉 = u · v, as in the first example on page 19,

then ‖v‖ is just the usual magnitude of v. For example,

‖(1, 2)‖ =
√

〈(1, 2), (1, 2)〉 =
√

12 + 22 =
√

5 .

However, if the inner product is defined by the formula in the middle
of page 20 then

‖(1, 2)‖ =
√

〈(1, 2), (1, 2)〉 =
√

32 + 5 × 22 =
√

29 .

• If an inner product for functions on [−π, π ] is given by the integral
on page 19 then we have, for example,

‖ sin x ‖ =

√

1

π

∫ π

−π

sin2 x dx = 1

(so that in this context sinx is a “unit vector”!), and

‖x‖ =

√

1

π

∫ π

−π

x2 dx = π

√

2

3
.

Moreover,

〈x, x2〉 =
1

π

∫ π

−π

x3 dx = 0 ,

so we shall say that x and x2 are orthogonal with respect to this
inner product, x ⊥ x2. We can even calculate projections, for ex-
ample,

projx sinx =
〈x, sin x〉
〈x, x〉 x =

1
π

∫ π

−π
x sin x dx

1
π

∫ π

−π
x2 dx

x =
3x

π2
.
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The Cauchy–Schwartz inequality. Let V be a vector space on which
an inner product has been defined. For any u,v in V we have

|〈u,v〉| ≤ ‖u‖ ‖v‖ .

Proof. Let t be a scalar. Using the first three inner product axioms,
we have

‖tu + v‖2 = 〈tu + v, tu + v〉
= t2〈u,u〉 + 2t〈u,v〉 + 〈v,v〉
= t2‖u‖2 + 2t〈u,v〉 + ‖v‖2 ,

and so by the fourth axiom

t2‖u‖2 + 2t〈u,v〉 + ‖v‖2 ≥ 0 .

But a quadratic which is always non–negative has at most one real root,
and so its discriminant is negative or zero,

4〈u,v〉2 − 4‖u‖2‖v‖2 ≤ 0 .

The Cauchy–Schwartz inequality follows immediately.

The triangle inequality. In any vector space V with an inner product,

‖u + v‖ ≤ ‖u‖ + ‖v‖

for all u,v.

Proof. Expanding by means of the inner product axioms and using the
Cauchy–Schwartz inequality,

‖u + v‖2 = 〈u + v,u + v〉 = ‖u‖2 + 2〈u,v〉 + ‖v‖2

≤ ‖u‖2 + 2‖u‖ ‖v‖ + ‖v‖2 =
(

‖u‖ + ‖v‖
)2

,

and taking the positive square root of each side completes the proof.

In R
n these two facts are already well–known. The Cauchy–Schwartz

inequality is true because

|〈u,v〉| = ‖u‖ ‖v‖ |cos θ| ≤ ‖u‖ ‖v‖ ,
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while the triangle inequality has a natural geometric interpretation.
However the inequalities

∣

∣

∣

∣

1

π

∫ π

−π

f(x)g(x) dx

∣

∣

∣

∣

≤
√

1

π

∫ π

−π

f(x)2 dx

√

1

π

∫ π

−π

g(x)2 dx

and
√

1

π

∫ π

−π

(

f(x) + g(x)
)2

dx ≤
√

1

π

∫ π

−π

f(x)2 dx +

√

1

π

∫ π

−π

g(x)2 dx ,

which are also instances of these two inequalities, are considerably less
obvious!

Further problems. Try questions 17 and 18(a) in section 4.

In fact, everything we have done concerning orthogonality and or-
thonormality in pages 1–17 of this chapter can be repeated with any
inner product replacing the dot product! We don’t want to spend a lot
of time on this in MATH2501 so we shall just give one example and one
exercise.

Example. Find an orthonormal basis of P2 with respect to the inner
product

〈p, q〉 = p(0)q(0) + p(1)q(1) + p(2)q(2)

from page 20.

Solution. We know that { 1, t, t2 } is a basis for P2; we shall use the
Gram–Schmidt procedure to convert it into an orthonormal basis. We
write

p1(t) = 1 , p2(t) = t and p3(t) = t2 .

The first step, as always, is easy: just take

q1(t) = p1(t) = 1 .

Now q2 should be p2 with its “component” in the q1 “direction” removed,

q2 = p2 − projq1
p2 = p2 −

〈p2, q1〉
〈q1, q1〉

q1 ;
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calculating 〈p2, q1〉 = 〈t, 1〉 = 3 and 〈q1, q1〉 = 〈1, 1〉 = 3 gives

q2(t) = p2(t) − q1(t) = t − 1 .

Similarly,

q3 = p3 − projq1
p3 − projq2

p3 = p3 −
〈p3, q1〉
〈q1, q1〉

q1 −
〈p3, q2〉
〈q2, q2〉

q2 ;

we find 〈p3, q1〉 = 5 and 〈p3, q2〉 = 4 and 〈q2, q2〉 = 2, so

q3(t) = p3(t) − 5
3q1(t) − 2q2(t) = 1

3 − 2t + t2 .

Finally, computing 〈q3, q3〉 = 2
3

enables us to normalise q1, q2, q3 and
write down an orthonormal basis,

r1(t) = 1√
3
q1(t) = 1√

3

r2(t) = 1√
2
q2(t) = 1√

2
(t − 1)

r3(t) =
√

3
2

q3(t) = 1√
6
(1 − 6t + 3t2) .

Further exercises. Check the above example by confirming that

〈r1, r1〉 = 〈r2, r2〉 = 〈r3, r3〉 = 1

〈r1, r2〉 = 〈r2, r3〉 = 〈r3, r1〉 = 0 ,

where the computations employ the given inner product. Also, exercise
20 from the problem booklet.

Reflections. The diagram on the next page shows a plane W ⊆ R
3, a

vector v ∈ R
3 and the reflection of v in W . From the picture we have

T (v) − w = −(v − w) ;

solving and noting that w is the projection of v onto W , we obtain

T (v) = 2w − v = 2(projW v) − v .
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T (v)

0
w

W

vIf W = CS(A) and v is written as a
column vector then

T (v) = 2A (ATA)−1AT v − v

=
(

2A (ATA)−1AT − I
)

v .

This proves that T is linear and ex-
hibits its matrix (with respect to the
standard basis). It turns out to be eas-
ier, however, to note that the plane is
perpendicular to some vector d, and
that

v − w = projd v

(see the next diagram). Therefore, the reflection of the vector v in the
plane perpendicular to d is given by

T (v)

0
w

W

d

v T (v) = v − 2 proj
d
v ;

writing d and v as column vectors,

proj
d
v = d

d · v
d · d =

ddT v

d · d
and so

T (v) =
(

I − 2

d · d ddT
)

v .

This proves for n = 3 the following
result, which is in fact true for all n.

Theorem. Let d ∈ R
n and let

W = {w ∈ R
n | w ⊥ d }

be the orthogonal complement of span{d }. For each v in R
n, let T (v)

be the reflection of v in W . Then T is a linear transformation, and its
matrix with respect to the standard basis of R

n is

Q = I − 2

d · d ddT ,

where d is written as a column vector.
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Example. To find the reflection of the vector v = (6, 5,−1) in the plane
x1 − 3x2 − 2x3 = 0, we first note that a normal to the plane is

d =





1
−3
−2



 ;

therefore the reflection matrix is

Q = I − 2

14





1
−3
−2



 ( 1 −3 −2 )

=





1 0 0
0 1 0
0 0 1



 − 1

7





1 −3 −2
−3 9 6
−2 6 4



 =
1

7





6 3 2
3 −2 −6
2 −6 3





and the reflection of v in the plane is

Qv =
1

7





6 3 2
3 −2 −6
2 −6 3









6
5
−1



 =





7
2
−3



 .

Exercise. In R
3, find the reflection of the vector v = (1, 4,−1) in the

plane x1 + x2 + 2x3 = 0.

Comments.

• In the above theorem W is an (n− 1)–dimensional subspace of R
n,

and is referred to as a hyperplane.

• If d is a unit vector then the formula for the reflection matrix sim-
plifies to

Q = I − 2ddT .

• If Q is the matrix of the above theorem then it is easy to show that
Q is a symmetric matrix, QT = Q. Therefore

QQT = Q2 = I − 4

d · d ddT +
4

(d · d)2
d(dT d)dT = I

27

and Q = Q−1 = QT . Thus Q is also an orthogonal matrix.

• Any reflection matrix has determinant −1. To prove this, let W

be the (hyper)plane perpendicular to the vector d in R
n; let Q be

the matrix of the reflection in W ; and let {w1,w2, . . . ,wn−1 } be a
basis for W . Then Qwk = wk for each k and Qd = −d, so we can
write

Q
(

w1 · · · wn−1 d
)

=
(

w1 · · · wn−1 −d
)

.

Denote the second matrix on the left hand side by M . Then
det(RHS) = − det(M) since the RHS differs from M only in the
sign of one column. Therefore

det(Q) det(M) = − det(M) .

Finally, the columns of M form a basis for R
n, so det(M) is not

zero and we have det(Q) = −1.

In fact, a real orthogonal matrix always has determinant 1 or −1
(proof: exercise). In Chapter 7 we shall study orthogonal matrices
of both types.

• The reflection of the reflection of any vector v is

T (T (v)) = Q(Qv) = Q2v = v ,

and the length of the reflected vector is given by

‖T (v)‖2 = ‖Qv‖2 = vT QT Qv = vT v = ‖v‖2 .

Thus we have shown algebraically that the reflection of the reflection
is the original vector, and that the length of the reflection is equal
to the length of the original; both of these facts are geometrically
obvious.

Examples. Find a reflection T such that T (3, 4,−5) = (−2, 6, 3), and
one such that T (−2, 3, 4) = (5, 2, 0).

Solution. In the first case we note that the vectors have different
lengths,

‖(3, 4,−5)‖2 = 50 and ‖(−2, 6, 3)‖2 = 49 ,
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and so no reflection can take one to the other. In the second case the
vectors have equal lengths, and so a reflection can be found. From the
second diagram on page 26 we see that the vector d is in the direction
of v − T (v). We take, therefore,

d =





−2
3
4



 −





5
2
0



 =





−7
1
4





and calculate the reflection matrix

Q = I − 2

d · d ddT =
1

33





−16 7 28
7 32 −4
28 −4 17



 .

Exercise. Find, if possible, reflections which take

• (1, 2,−3) to (−2, 3, 1);

• (2, 0,−3) to (1, 1,−4);

• (1, 0, 0,−3) to (−2, 1, 2, 1).

Further exercises. Problems 22 and 23 in chapter 4.
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