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In this section we shall be concerned with formal languages,
which may be thought of as very simple analogues of computer
languages. We shall pay particular attention to the question of
how to determine algorithmically whether or not a proposed
“word” is actually in a given language or not. Similar ideas may
be applied to “informal” languages, though the imprecision of
natural language means that other considerations are generally
more important.

Definition.

• An alphabet is a non-empty finite set.

• A word, or string, of length n ≥ 0 over an alphabet Σ
is an element of Σn. The length of w will be denoted
ℓ(w), and instead of w = (a1, a2, . . . , an) we shall write
w = a1a2 · · · an. There is a unique word ε, the empty

word, of length 0.

• The set of all (finite) words using letters from Σ is

Σ∗ =
⋃

n≥0

Σn ,

the Kleene closure of Σ.

• A language over Σ is a subset of Σ∗.
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Examples.

1. Let Σ = { a, b, c, . . . , z }. Then

Σ∗ = { finite strings of lowercase letters } .

An example of a language over Σ is

L = {w ∈ Σ∗ | w is in the 1993 Macquarie dictionary } .

This language is clearly finite, and is a (proper) subset of
the English language.

2. Let Σ = { a, b, . . . , z, A, B, . . . , Z, 0, 1, . . . , 9, } and write

L = {w ∈ Σ∗ | w begins with a or A or . . .

or z or Z, and ℓ(w) ≤ 500 × 210 } .

Then L is the language of all legal Maple variable names.

3. Let Σ = { 0, 1, . . . , 9, +,−,×, (, ) } and

L = {well-formed integer arithmetic expressions } .

Then L is an infinite language and, for example,

1 − (23 × (456 + 7890)) ∈ L ,

(×98++(765)( /∈ L .

4. Let Σ = { a, b }. Some languages over Σ are

L1 = { ε, a, ab, bbab, bbb } ;

L2 = {w | w begins with a } ;

L3 = {w | w ends with a } ;

L4 = {w | w contains an odd number of b’s } ;

L5 = {w | ℓ(w) is prime } ;

L6 = { anban | n ∈ N } .
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Operations on languages. Let L1 and L2 be languages over
a set Σ. Recalling that a language is just a set of words, the
meanings of

L1 ∪ L2 , L1 ∩ L2 , L1 − L2 and L1 = Σ∗ − L1

are clear.

Definition. If w1 = a1a2 . . . am and w2 = b1b2 . . . bn are words
over Σ then

w1w2 = a1a2 . . . amb1b2 . . . bn

is called the concatenation of w1 and w2. Similarly, the
concatenation of languages L1 and L2 is

L1L2 = {w1w2 | w1 ∈ L1 , w2 ∈ L2 } .

The Kleene closure of L is

L∗ = {w1w2 · · ·wn | n ∈ N and w1, w2, . . . , wn ∈ L } .

Note that for any language L we have ε ∈ L∗.



MATH2410 Automata & Algorithms 4.5: Examples

Examples.

1. Take Σ = { a, b }; let L1 = { a, ab } and L2 = { ε, b, bb }.
Then

L1 ∪ L2 = { a, ab, ε, b, bb } ;

L1 ∩ L2 = ∅ ;

L1L2 = { a, ab, abb, abbb } ;

L2L1 = { a, ab, ba, bab, bba, bbab } .

Note that L1L2 6= L2L1, and that L2 6⊆ L1L2. Also

L2
1 = { aa, aab, aba, abab } ,

L3
1 = { aaa, aaab, aaba, aabab, abaa,

abaab, ababa, ababab} ,

and a little thought shows that L1
∗ consists of the empty

word, together with all words which begin with a and do
not contain two consecutive b’s.

2. Exercise. Over Σ = { a, b } let Lea be the set of all words
containing an even number of a’s, and define Leb, Loa and
Lob similarly. Describe the languages

Lea ∪ Loa , Lea ∩ Leb , Loa , LeaLoa and Loa
∗ .

Is aabbabbbaaba an element of LoaLob ? Try to describe
LoaLob .
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Identities involving language operations. All of the
familiar laws of set theory apply to languages. For example,

L1 ∩ L2 = L1 ∪ L2

for any languages L1 and L2. There are also identities involving
concatenations and Kleene closures of languages.

Example. If L1, L2 are languages over an alphabet Σ, then

(L1 ∪ L2)
∗ = (L1

∗ ∪ L2
∗)∗ = (L1

∗L2
∗)∗ .

Proof. First observe that for any L1, L2 we have

if L1 ⊆ L2 then L1
∗ ⊆ L2

∗ .

For any word in L1
∗ is of the form w = w1w2 · · ·wn, where the

wk are words from L1; but the wk then also belong to L2, and
hence w ∈ L2

∗.

Clearly L1 ⊆ L1
∗ and L2 ⊆ L2

∗; therefore L1∪L2 ⊆ L1
∗∪L2

∗,
and we have

(L1 ∪ L2)
∗ ⊆ (L1

∗ ∪ L2
∗)∗ . (1)

Next, since L2
∗ contains the empty word, L1

∗ ⊆ L1
∗L2

∗;
similarly, L2

∗ ⊆ L1
∗L2

∗. Hence L1
∗ ∪ L2

∗ ⊆ L1
∗L2

∗ and so

(L1
∗ ∪ L2

∗)∗ ⊆ (L1
∗L2

∗)∗ . (2)

Finally, any word in L1
∗L2

∗ is a concatenation of words from
L1 followed by words from L2, and this may be regarded as a
concatenation of words from L1 ∪ L2. Any word in (L1

∗L2
∗)∗

is again a concatenation of such words, and so

(L1
∗L2

∗)∗ ⊆ (L1 ∪ L2)
∗ . (3)

From (1), (2) and (3) we have

(L1 ∪ L2)
∗ ⊆ (L1

∗ ∪ L2
∗)∗ ⊆ (L1

∗L2
∗)∗ ⊆ (L1 ∪ L2)

∗ ,

which completes the proof.
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Languages can be classified into a hierarchy consisting of
various levels which equate, roughly, with the complexity of the
language. The simplest interesting class is that of the regular

languages, defined inductively as follows.

Definition. Let Σ be an alphabet. Then

• ∅ and { ε } are regular languages, and so is { a } for each
a ∈ Σ;

• if L1 and L2 are regular languages then so are L1 ∪ L2,
L1L2 and L1

∗;

• a language over Σ is regular if and only if it can be
constructed by a finite number of applications of these two
rules.

Note.

• In other words, a language is regular if it can be obtained
by means of a finite number of unions, concatenations and
Kleene closures, starting with individual letters (or the
empty word, or nothing at all).

• Observe that the three methods of developing regular
languages all increase the size of the language or the length
of its words (with some trivial exceptions). In fact, as we
shall see later, if L1 and L2 are regular then so are

L1 ∩ L2 , L1 − L2 , L1 and L+
1 =

⋃

k≥1

Lk
1 ,

so these need not be included explicitly in the definition.
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Examples of regular languages over Σ = { a, b, c }.

L1 = { a, ab, abc }
= { a } ∪ { a }{ b } ∪ { a }{ b }{ c } ;

L2 = {w ∈ Σ∗ | ℓ(w) is a multiple of 3 }
= (Σ Σ Σ)∗ ;

L3 = {words beginning with one or two a’s,
followed by a b and any number of c’s }

= ({ a } ∪ { a }{ a }){ b }{ c }∗ ;

L4 = {words containing abc and ending with c }
= Σ∗{ a }{ b }{ c }

(
{ ε } ∪ Σ∗{ c }

)
;

L5 = {words in which ac never occurs }
=

(
{ a }∗{ b } ∪ { c }

)∗{ a }∗ .

The following languages are not regular, though we can’t prove

it just yet.

• Over the alphabet Σ = { a, b },
L6 = { anbn | n ∈ N } ;

L7 = {ww | w ∈ Σ∗ } ;

• over the one-element alphabet { a },
L8 = { ak | k is prime } ;

• over { (, ), [, ] },
L9 = { correctly formed strings of brackets} .
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Regular expressions are, essentially, a simplified notation
for regular languages; they also have applications in pattern
matching, for example, when searching a file for some given
string of symbols. Roughly speaking, we simply identify a
one-element set with its element.

Note that a regular language is not equal to a regular
expression; a regular expression is a pattern, and the
corresponding (regular) language is the set of all words
matching that pattern. We shall write

L : pattern ,

read “L matches pattern”, and

L = {w ∈ Σ∗ | w matches pattern } .

Examples.

• The regular languages given above match the following
regular expressions:

L1 : a ∪ ab ∪ abc ;

L2 :
(
(a ∪ b ∪ c)3

)∗ ;

L3 : (a ∪ a2)bc∗ ;

L4 : (a ∪ b ∪ c)∗abc
(
ε ∪ (a ∪ b ∪ c)∗c

)
;

L5 : (a∗b ∪ c)∗a∗ .

• In certain Unix-based text editors, the command

/[0-9]*e-

will search for any string of (zero or more) digits, followed
by an e and a -. In our format for regular expressions the
search string would be written

(0 ∪ 1 ∪ 2 ∪ 3 ∪ 4 ∪ 5 ∪ 6 ∪ 7 ∪ 8 ∪ 9)∗e− .
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DETERMINISTIC FINITE AUTOMATA

A basic problem in computer science is to recognise, in some
mechanical way, whether or not a certain word belongs to
a given language. For example, a compiler must determine
whether or not a string of input symbols constitutes a valid
statement in a certain computer language; a text editor needs
facilities for finding whether or not (and if so, where) strings
matching a given pattern occur in a text file.

Consider the following diagram.

Take any word w on the alphabet Σ = { a, b, c }. Place a finger
on the circle marked 1, and, reading from left to right the
letters of w, follow the corresponding arrows from circle to
circle; stop when you have used up all the letters in w. It can
be seen that you will reach circle 3 if and only if w contains
ac, and that having once reached 3 you will never be able to
leave it. Therefore this process ends up in one of the double
circles 1 or 2 if, and only if, w does not contain ac. We say that
the above deterministic finite automaton accepts the regular
language L5 from previous examples.
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Definition. A deterministic finite automaton over an
alphabet Σ is a quadruple

M = 〈Q, q, δ, F 〉 ,

where

• Q is a finite set consisting of the states of M;

• q is an element of Q, the initial state;

• δ is a function from Q × Σ to Q, known as the transition

function;

• F ⊆ Q is the set of final or accepting states.

Note.

• We shall generally denote the states of a deterministic
finite automaton M by q1, q2, . . . ; these states can be
thought of as “memory configurations” or “mental notes”.
Thus a DFA is, in effect, a computer with a fixed, finite
amount of memory. Exercise. Describe in words the
“mental notes” corresponding to the three states of the
DFA on the previous page.

• Usually the initial state will be taken to be q1; in the
digraph of M the initial state is indicated by an arrow
coming from nowhere.

• The values of the transition function correspond to the
labelled arrows in the digraph; for instance, in the example
above we have δ(q2, a) = q2 and δ(q2, b) = q1.

• There may be one or more accepting states, or even none
at all; they are marked on the digraph with a double circle.
In effect, the only output of the DFA is a yes/no answer to
the question, “Did the computation end up in an accepting
state?”
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To specify what happens when a DFA M is given an input
word of length greater than 1 we would like to say, for example,
that

w = aabcaba is accepted by M
since

δ(q1, aabcaba) = q2 ∈ F .

As it stands this is not correct, as δ(q, w) is defined only when
w consists of a single letter. So we make a further

Definition. For any DFA M = 〈Q, q1, δ, F 〉, the extended

transition function δ∗ : Q × Σ∗ → Q is defined inductively
as follows:

• if q ∈ Q then δ∗(q, ε) = q;

• if q ∈ Q, w ∈ Σ∗ and a ∈ Σ then

δ∗(q, wa) = δ
(
δ∗(q, w), a

)
.

A word w ∈ Σ∗ is said to be accepted by M if and only if

δ∗(q1, w) ∈ F .

The subset of Σ∗ given by

L(M) = {w ∈ Σ∗ | w is accepted by M}

is the language accepted or recognised by M; a given
language L is said to be DFA-acceptable if L = L(M) for
some DFA M.
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Note.

• These definitions formalise the following ideas:

• δ∗(q, w) is the state we reach in the digraph of M by
starting at q and following the arrows indicated by the
letters of w, read left to right;

• a word w is accepted by M if and only if, starting at
the initial state and “processing” w letter by letter,
we end up in one of the final states.

• Observe that if a ∈ Σ then δ∗(q, a) = δ(q, a); thus the
result of “following one arrow” is the same, whether we
regard it as being determined by δ or by δ∗. This is what
is meant by calling δ∗ an extension of δ.

• Exercise. What difference would it make if we defined an
extended transition function by

δ∗(q, ε) = q and δ∗(q, aw) = δ
(
δ∗(q, w), a

)
?

• Finite state machines are DFAs which also give an
output on each transition. A digraph containing an
element such as the following

indicates that if the machine is in state q and receives
input i, then it returns an output o and moves to state q′.
Such machines can be used to model vending machines or
lift controllers.
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Examples. The regular language L1 from page 8 is recognised
by the following DFA. The alphabet is Σ = { a, b, c } and the
initial state is q1.

Q = { q1, q2, q3, q4, q5 } ;

F = { q2, q3, q4 } ;

δ a b c
q1 q2 q5 q5

q2 q5 q3 q5

q3 q5 q5 q4

q4 q5 q5 q5

q5 q5 q5 q5

A state such as q5 in the above DFA is called an absorbing

state; once the DFA enters this state it can never leave it. The
next DFA accepts L2.

Q = { q1, q2, q3 } ;

F = { q1 } ;

δ a b c
q1 q2 q2 q2

q2 q3 q3 q3

q3 q1 q1 q1

MATH2410 Automata & Algorithms 4.15: . . . continued

. . . while the next two DFAs accept L3. . .

. . . and L4.
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Exercise. Find the language accepted by the following DFA.

Solution. For a word w to be accepted, first the DFA must
reach state 3; this will happen if and only if w contains bc.
To finish in state 4, the last two symbols in w must be ca, as
is seen by tracing the arrows backwards from the final state.
Therefore

L(M) ⊆ {w ∈ { a, b, c }∗ | w contains bc and ends in ca } .

Conversely, suppose that w ∈ RHS; we need to show that
w ∈ L(M), that is, that w is accepted by the DFA. Now if
the DFA is in any state at all and then reads bc, it ends up in
state 3. Having once done this, the DFA can never return to
state 1 or 2, and is therefore restricted to states 3, 4 and 5.
If, in one of these three states, the DFA receives input ca (or,
in the case where the DFA has only just entered state 3 from
state 2, if it receives input a), it will reach state 4; therefore,
any word containing bc and ending in ca will be accepted. This
shows that RHS ⊆ LHS, and hence

L(M) = {w ∈ { a, b, c }∗ | w contains bc and ends in ca }
is the language accepted by the given automaton.

Suggestion. To increase our confidence in the above reasoning
we could try to give a “mental note” characterisation of each
state in the DFA. Exercise. Do so!



MATH2410 Automata & Algorithms 4.17: Complements etc.

Our principal goal over the next few lectures will be

Kleene’s Theorem. A language is DFA-acceptable if and
only if it is regular.

Once this is proved we shall be able to establish a result referred
to earlier.

Theorem. If L1 and L2 are regular languages then so are

L1 , L1 ∩ L2 , L1 − L2 and L+
1 .

Proof. Let L1 be regular; by Kleene’s Theorem there is
a deterministic finite automaton M = 〈Q, q, δ, F 〉 which
recognises L1. But then L1 is recognised by the DFA

M = 〈Q, q, δ, Q−F 〉 ,

which is obtained from M by interchanging accepting and
non-accepting states. So it follows from Kleene’s Theorem
again that L1 is regular.

Using this result and the definition of regularity shows that

L1 ∩ L2 = L1 ∪ L2 and L1 − L2 = L1 ∪ L2

are regular whenever L1 and L2 are regular. Moreover, we have

L+
1 =

{

L1
∗ if ε ∈ L1

L1
∗ − { ε } if ε /∈ L1;

therefore L+
1 is also regular.
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In proving Kleene’s Theorem, we shall need to know that the
notion of DFA-acceptability is independent of the alphabet over
which a language is constructed. More formally,

Lemma. Let L be a language over Σ and suppose that Σ′ ⊇ Σ.
Then L is recognised by some DFA over Σ if and only if L is
recognised by some DFA over Σ′.

Proof. Suppose there is a DFA M′ over Σ′ such that
L = L(M′). Let M be the DFA over Σ whose digraph is
obtained by removing from the digraph of M′ all arrows with
labels not in Σ. Then any word in L leads from the initial state
to some final state in M′ by means only of arrows labelled with
letters from Σ, and hence leads to the same final state in M;
so L ⊆ L(M). On the other hand any word accepted by M is
clearly accepted by M′. Thus L(M) = L(M′), and we have
shown that L is recognised by the DFA M over Σ.

Conversely, given the digraph of a DFA M over Σ which
recognises L, add a new absorbing, non-accepting state
(sometimes referred to as a “dead” state); from each state q
in the digraph, and for each letter a ∈ Σ′ − Σ, add an arrow
labelled a from q to the new state. These additions create a
DFA over Σ′, and a similar argument to that above shows that
M and the modified DFA accept the same language.
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Example. The DFA over { a, b } shown below left accepts the
same language as that over { a, b, c } on the right.

Comment. The proof of the above lemma can be rephrased
in terms of state sets and transition functions. Given the DFA
M′ with transition function δ′ : Q × Σ′ → Q we may define
δ : Q × Σ → Q by

δ(q, a) = δ′(q, a) for all q ∈ Q, a ∈ Σ

– in other words, δ is the restriction of δ′ to Q×Σ – and we have
a DFA M = 〈Q, q1, δ, F 〉 over Σ such that L(M) = L(M′).
Conversely, given such an M we take Q′ = Q ∪ { qnew }, where
qnew is a state not already in Q, and define δ′ by

δ′(q, a) =

{

δ(q, a) if q 6= qnew and a ∈ Σ
qnew otherwise.

Then M′ = 〈Q′, q1, δ
′, F 〉 is a DFA over Σ′ which recognises

the same language as M.
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To accomplish the proof of Kleene’s Theorem it will also
be useful to introduce a generalisation of the DFA. The
following digraph gives an example of a non-deterministic finite

automaton.

Observe that for a given state q and a given letter x, there may
be more than one arrow from q labelled x, or there may be none
at all: for example, starting at state 1 there are two arrows
labelled a and none labelled c. Also (though it doesn’t occur in
this example), an NDFA may have more than one initial state.

We shall say that a word w ∈ Σ∗ is accepted by this NDFA if,
starting in an initial state, it is possible to follow arrows given
by the letters of w and end up, having examined all letters of
w, in an accepting state. Note carefully that this may be true
even if it is possible to follow different arrows corresponding
to the same letters and end up in a non-accepting state; or
if it is possible to follow different arrows for part of the word
and arrive in a state where further progress is impossible.
However, if it is not possible to reach the end of w by following
appropriate arrows, then w cannot be accepted.
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Examples.

• The word acbcb is accepted since the following transitions
are possible.

Any failed attempts, such as the following, are irrelevant.

• The word abaca is rejected since it can lead only to state 2
or state 3, neither of which is an accepting state.

• If w = ε then, starting in state 1 and following no arrows,
we finish in state 1, an accepting state. Therefore ε is
accepted.

• If w = c then there is no arrow which can be followed
corresponding to the (first) letter of w. Therefore the
“processing” of w cannot be completed, and w is rejected.
Note carefully that this is not the same as the previous

case! When there is no arrow labelled x leaving a state
– especially an accepting state – it may be helpful to
mentally add an arrow marked x leading to a “dead” state.

• A little thought shows that the language recognised by this
NDFA can be described by the regular expression

(ac ∪ ab ∪ bc)∗b∗ .
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Comment. In order to decide whether a given word is accepted
or rejected by an NDFA, a tree diagram may be useful. Here we
examine what the NDFA on page 20 does in the first example
above.
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An NDFA is defined formally as follows.

Definition. A non-deterministic finite automaton over
an alphabet Σ is a quadruple

M = 〈Q, I, δ, F 〉 ,

where

• Q is a finite set consisting of the states of M;

• the set of initial states I is a subset of Q;

• the transition function δ is a function from Q×Σ to P(Q),
the power set of Q;

• F ⊆ Q is the set of final or accepting states.

The extended transition function δ∗ : P(Q) × Σ∗ → P(Q) is
defined inductively:

• if S ⊆ Q then δ∗(S, ε) = S;

• if S ⊆ Q, w ∈ Σ∗ and a ∈ Σ then

δ∗(S, wa) =
⋃

s∈δ∗(S,w)

δ(s, a) .

A word w ∈ Σ∗ is said to be accepted by M if and only if

δ∗(I, w) ∩ F 6= ∅ ,

that is, if the word w leads from some initial state to some final
state; and the language accepted, or recognised, by M is

L(M) = {w ∈ Σ∗ | w is accepted by M} .
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Example. The NDFA on page 20 is defined by the following
information.

Σ = { a, b, c } ;

Q = { q1, q2, q3, q4, q5 } ;

I = { q1 } ;

F = { q1, q5 } ;

δ a b c

q1 { q2, q3 } { q4, q5 } ∅

q2 ∅ ∅ { q1 }
q3 ∅ { q1 } ∅

q4 ∅ ∅ { q1 }
q5 ∅ { q5 } ∅

We may calculate successively

δ∗(I, ε) = { q1 }
δ∗(I, a) = δ(q1, a) = { q2, q3 }

δ∗(I, ac) = δ(q2, c) ∪ δ(q3, c) = { q1 }
δ∗(I, acb) = δ(q1, b) = { q4, q5 }

δ∗(I, acbc) = δ(q4, c) ∪ δ(q5, c) = { q1 }
δ∗(I, acbcb) = δ(q1, b) = { q4, q5 } ;

therefore, since
δ∗(I, acbcb) ∩ F 6= ∅ ,

the word acbcb is accepted by the NDFA.

Exercise. Show that for any S ⊆ Q and w, w′ ∈ Σ∗ we have

if δ∗(S, w) = ∅ then δ∗(S, ww′) = ∅ .
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Further examples.

• It is very easy to construct an NDFA recognising a given
finite language. For example, the following NDFA over the
alphabet { a, b, . . . , z } recognises L = { cat, dog, gnu }.

Note that this diagram shows one NDFA, not three.

• We can give NDFAs to accept all words over the alphabet
{ a, b } which begin with aab, . . .

• . . . all words containing aa or bb, . . .
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• . . . and all those which end in either a, ab or bbc.

• Over Σ = { a, b }, let

Lea = {words containing an even number of a s }
Lob = {words containing an odd number of b s } .

The following NDFA recognises the concatenation LeaLob.

This type of NDFA will be important later.

It might appear that there are more NDFA-acceptable than
DFA-acceptable languages. Somewhat surprisingly, this is not
the case. . .
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Theorem. Equivalence of DFAs and NDFAs. A language is
DFA-acceptable if and only if it is NDFA-acceptable.

Proof. Firstly, suppose that L is a language recognised by a
DFA M. Any DFA can be regarded as a special kind of NDFA,
and so L is recognised by the NDFA M. Formally, if the DFA
is

〈Q, q, δ, F 〉
with δ : Q × Σ → Q, then the NDFA will be

〈Q, {q}, δN , F 〉

with δN : Q × Σ → P(Q) defined by

δN (q, a) = { δ(q, a) } .

Conversely, suppose that L is accepted by an NDFA N =
〈Q, I, δ, F 〉 over an alphabet Σ. We shall construct an
equivalent DFA M by thinking of each set of states in N as a
single state in M. So we define M = 〈P, p1, γ, E 〉 with

P = P(Q) , p1 = I , γ(p, a) =
⋃

s∈p

δ(s, a) ,

E = { p ∈ P | p ∩ F is non-empty } .

Observe that P is a finite set, p1 ∈ P , that γ is a function from
P × Σ to P , and that E ⊆ P ; hence M is a deterministic finite
automaton over Σ according to the definition. We wish to show
that

L(M) = L(N ) .
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First we prove

Lemma. For every word w ∈ Σ∗ and for every p ∈ P we have

γ∗(p, w) = δ∗(p, w) .

Proof by induction on the length of w. If w = ε we have

LHS = p = RHS ,

and so the lemma is true in this case.

Assume that the result is true for some particular word w, that
is,

γ∗(p, w) = δ∗(p, w) .

Let a be any letter from the alphabet Σ; we wish to show that

γ∗(p, wa) = δ∗(p, wa) .

Now
LHS = γ(γ∗(p, w), a)

= γ(δ∗(p, w), a)

=
⋃

s∈δ∗(p,w)

δ(s, a)

= RHS .

This completes the proof of the inductive step, and thereby of
the whole lemma.
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Proof of the equivalence theorem (concluded). We have to
show that any word w ∈ Σ∗ is accepted by the DFA M if and
only if it is accepted by the NDFA N . In fact,

w ∈ L(M) ⇔ γ∗(p1, w) ∈ E

⇔ γ∗(p1, w) ∩ F 6= ∅

⇔ δ∗(I, w) ∩ F 6= ∅

⇔ w ∈ L(N ) ,

which proves what is required.

Example. Consider the following NDFA.

It can be transformed into a DFA. . .
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. . .which accepts the same language.

Observe that the states { q2 }, { q2, q3 } and { q1, q2, q3 } are
inaccessible and therefore irrelevant to the working of the DFA.
Therefore the following DFA, a simpler one, accepts the same
language once again. Such inaccessible states frequently arise
when an NDFA is converted to a DFA by the method of the
equivalence theorem.

MATH2410 Automata & Algorithms 4.31: Non-restarting

We now begin the final approach to Kleene’s Theorem. We
shall need to consider a special type of DFA, which will turn
out to be of equal power to a standard DFA.

Definition. A DFA 〈Q, q1, δ, F 〉 is said to be non-restarting

if there is no pair (q, a) for which δ(q, a) = q1.

Theorem. Any language recognised by a DFA is recognised by
some non-restarting DFA.

Proof. Suppose that L is accepted by the DFA

M = 〈Q, q1, δ, F 〉 .

We shall modify M by duplicating the initial state and
returning, where necessary, to the duplicate state instead of to
the original initial state. Formally, define M′ = 〈Q′, q′1, δ

′, F ′ 〉,
where

Q′ = Q ∪ { qnew } ;

q′1 = q1 ;

δ′(q, a) =







qnew if q ∈ Q and δ(q, a) = q1

δ(q, a) if q ∈ Q and δ(q, a) 6= q1

qnew if q = qnew and δ(q1, a) = q1

δ(q1, a) if q = qnew and δ(q1, a) 6= q1 ;

F ′ =
{

F ∪ { qnew } if q1 ∈ F
F otherwise .

Then L(M′) = L(M) and so L is accepted by the non-restarting
DFA M′.
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Example. Let L be the set of all words over { a, b } which do
not contain b2. Then L is accepted by the DFA

and by the non-restarting DFA
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Theorem. Operations on DFA-acceptable languages.

(a) The languages ∅, { ε } and { a }, for any single letter a, are
DFA-acceptable.

(b) If L′ and L′′ are DFA-acceptable then so is L′ ∪ L′′.

(c) If L′ and L′′ are DFA-acceptable then so is L′L′′.

(d) If L is DFA-acceptable then so is L∗.

Proof. Note that wherever necessary we may work with
NDFAs or non-restarting DFAs; also, by the lemma stating that
DFA-acceptability is independent of the alphabet (page 18),
we may assume that all languages are over the same alphabet
Σ. (For if L′, L′′ are languages over Σ′, Σ′′ then we may take
Σ = Σ′ ∪ Σ′′.)

(a) These languages are accepted by the NDFAs

and and

respectively, and hence are DFA-acceptable.

(b) Suppose that L′ and L′′ are recognised by DFAs

M′ = 〈Q′, q′1, δ
′, F ′ 〉 and M′′ = 〈Q′′, q′′1 , δ′′, F ′′ 〉

respectively. By renaming states if necessary we may
assume that Q′ and Q′′ have no elements in common. We
create an NDFA which recognises L′ ∪ L′′ by considering
M′ together with M′′ as a single NDFA. Thus, take

Q = Q′ ∪ Q′′ ; I = { q′1, q
′′
1 } ; F = F ′ ∪ F ′′ ;

δ(q, a) =

{ { δ′(q, a) } if q ∈ Q′

{ δ′′(q, a) } if q ∈ Q′′ .
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Then a word w ∈ Σ∗ is accepted by M = 〈Q, I, δ, F 〉 if
and only if the letters of w lead from the initial state of
M′ to a final state in M′, or from the initial state of M′′

to a final state in M′′. Therefore the language accepted by
M is precisely L′ ∪ L′′.

(c) Given automata M′ and M′′ as above which recognise L′

and L′′, we consider M = 〈Q, I, δ, F 〉 defined by

Q = Q′ ∪ Q′′ ;

I =

{ { q′1, q
′′
1 } if q′1 ∈ F ′

{ q′1 } if q′1 /∈ F ′ ;

δ(q, a) =







{ δ′(q, a) } if q ∈ Q′ and δ′(q, a) /∈ F ′

{ δ′(q, a), q′′1 } if q ∈ Q′ and δ′(q, a) ∈ F ′

{ δ′′(q, a) } if q ∈ Q′′ ;

F = F ′′ .

That is, the states of M′ and M′′ are combined into one
automaton; the initial state of M′ is an initial state of M,
and if ε is accepted by M′ then the initial state of M′′

is a second initial state of M. The final states of M are
just those of M′′. We retain all the transitions in M′ and
M′′, and in addition, for any arrow leading to an accepting
state in M′ we add a duplicate arrow leading to the initial
state of M′′.
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For example, Lea and Lob are recognised by the DFAs

and, as we shall see shortly, the NDFA derived from them
by the above procedure

accepts the concatenation LeaLob. Note especially that in
this automaton, q1 is not an accepting state.

To check that M does indeed accept the language L′L′′,
consider first the case where ε /∈ L′. Then q′1 is not an
accepting state in M′, and so M has q′1 as its only initial
state. Therefore a word w is accepted by M if and only
if it consists of a word w′ which may lead from q′1 to q′′1 ,
followed by a word w′′ leading from q′′1 to a state in F ′′.
Because of the way in which M duplicates arrows leading
to states in F ′, the string w′ may lead from q′1 to q′′1 in
M if and only if it leads from q′1 to an accepting state in
M′, that is, if and only if w′ ∈ L′. And it is clear that the
words w′′ just described are precisely those in L′′. Thus
the language recognised by the NDFA M is L′L′′.

If ε ∈ L′, then L′L′′ consists of the words just considered,
together with words εw′′ with w′′ ∈ L′′. Since q′′1 is in this
case an initial state of M, these words will be recognised
by M as they lead from q′′1 to a state in F ′′. Hence, again,
the language L′L′′ is recognised by the NDFA M, and
therefore is DFA-acceptable.
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(d) Suppose that L is accepted by a non-restarting DFA
M = 〈Q, q1, δ, F 〉. We construct an NDFA M′ with the
same states as M and with q1 being the only accepting
state, in which any arrow leading to an accepting state in
M is duplicated so as to lead also to q1. That is,

M′ = 〈Q, {q1}, δ′, {q1} 〉 ,

where the transition function is defined by

δ′(q, a) =

{ { δ(q, a), q1 } if δ(q, a) ∈ F

{ δ(q, a) } otherwise.

For example, consider the language L matching the regular
expression a∗b2 b∗ (that is, the set of words consisting of
any number of a s followed by a string of two or more b s).

Then L is recognised by the DFA
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. . . and by the non-restarting DFA,

and the above procedure yields the following NDFA.

A word is accepted by the NDFA M′ constructed above if
and only if it can be written as a concatenation of words,
each of which may lead from q1 back to q1 in M′. But a
word has this property if and only if it leads from q1 to
an accepting state in M, that is, if and only if w ∈ L.
Therefore the language recognised by M′ is L∗. Note that
since the initial state is accepting, M′ accepts the empty
word, as indeed it should.
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The previous theorem enables us immediately to prove half of
Kleene’s Theorem.

Corollary. Every regular language is DFA-acceptable.

Proof. Recall the definition on page 7. Part (a) of the
theorem shows that all of the “basic” regular languages are
DFA-acceptable, and the remaining parts show that as we
build up regular languages by means of unions, concatenations
and Kleene closures, the resulting languages are always
DFA-acceptable.
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Comment. Equivalence classes of states in an NDFA. Two
states q and q′ in an NDFA 〈Q, I, δ, F 〉 over an alphabet Σ are
said to be equivalent if

• for each a ∈ Σ we have δ(q, a) = δ(q′, a); and

• either both q and q′ are accepting states, or both are
non-accepting.

These conditions define an equivalence relation on Q, and it
may be shown that if q and q′ are equivalent and w is any word
in Σ∗ then

δ∗(q, w) ∈ F if and only if δ∗(q′, w) ∈ F .

Thus, equivalent states have entirely the same role in
“processing” strings, and may, therefore, be merged into a
single state. For example, in the final automaton on page 37
states 2 and 3 are equivalent, and we can construct the following
simplified NDFA which recognises the same language.

In fact, state 4 may now also be eliminated, leaving a three-state
NDFA which recognises L∗.
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Kleene’s Theorem. A language is DFA-acceptable if and
only if it is regular.

Proof. We have shown already that every regular language is
DFA-acceptable. Now let L be the language over Σ recognised
by a DFA M = 〈Q, q1, δ, F 〉 with states q1, q2, . . . , qm.

For any i, j = 1, 2, . . . , m and any k = 0, 1, 2, . . . , m, define
R k

i, j to be the set of words w in Σ∗ with the following property:
if we start in M at state qi and follow the arrows corresponding
to the letters of w, we shall end up in state qj after passing
through no states other than q1, q2, . . . , qk.

Now a word w ∈ Σ∗ is accepted by M if and only if
starting in q1, following the letters of w and using any necessary
intermediate states leads us to an accepting state qj . Therefore

L =
⋃

qj∈F

Rm
1, j .

We shall show by induction on k that every language R k
i, j is

regular; then the DFA-acceptable language L, being a finite
union of regular languages, will also be regular, and this will
prove the theorem.

Firstly, let k = 0. What is R 0
i, j ? In order to get from qi to

qj with no intermediate states (not even qi and qj themselves)
we may only use one arrow, and therefore the word we are
considering can only be a single letter from Σ. If qi = qj the
empty word is also a possibility. In any case, R 0

i, j is finite and
therefore regular.
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Secondly, let 0 ≤ k < m and assume that R k
i, j is known to

be regular for all i, j = 1, 2, . . . , m. We claim that

R k+1
i, j = R k

i, j ∪ R k
i, k+1

(
R k

k+1, k+1

)∗R k
k+1, j . (∗)

To see that this is true, let w ∈ LHS. Then there is a path,
following the letters of w, from qi to qj which passes through
no states other than q1, q2, . . . , qk, qk+1. If in fact qk+1 is never
used then w ∈ R k

i, j and so w ∈ RHS; if qk+1 is used once or
more then we can split the path at each occurrence of qk+1, so
that it looks like this:

qi →

states q1,...,qk

only
︷ ︸︸ ︷

· · · · · · → qk+1 →

states q1,...,qk

only
︷ ︸︸ ︷

· · · · · · → qk+1
︸ ︷︷ ︸

repeated finitely many times

→

states q1,...,qk

only
︷ ︸︸ ︷

· · · · · · → qj .

Hence w consists of a word from R k
i, k+1 , followed by a

concatenation of finitely many words from R k
k+1, k+1 , followed

by one from R k
k+1, j . That is,

w ∈ R k
i, k+1

(
R k

k+1, k+1

)∗R k
k+1, j ,

and so w ∈ RHS. On the other hand, if w ∈ RHS then the
letters of w yield a path from qi to qj using no intermediate
states besides q1, q2, . . . , qk+1 and so w ∈ LHS.

The preceding argument shows that (∗) is true. Therefore
R k+1

i, j is built up by means of union, concatenation and Kleene
closure from languages known to be regular, and hence is itself
regular.

By induction we may conclude that every R k
i, j is regular.

Therefore L, a finite union of regular languages, is also regular,
and the proof of Kleene’s Theorem has been completed.
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We have seen various ways of showing that a language L is
regular:

• write L in terms of unions, concatenations and Kleene
closures of languages consisting of one letter or less;

• give a regular expression which is matched by L;

• construct a deterministic finite automaton which recognises
L;

• construct a non-deterministic finite automaton which
recognises L.

But how can we show that a language is not regular? None of
the above ideas will work since, in general, they would require
us to consider infinitely many cases (regular expressions, DFAs,
or whatever) and show that none of them produces the required
language.

In the following pages we shall prove some results which can
help with the problem of showing a language not to be regular.
By way of introduction we mention some considerations which,
although not conclusive, will often give us a good idea as to
whether or not a given language is regular.

MATH2410 Automata & Algorithms 4.43: DFAs as “computers”

A DFA can be thought of as a “computer” which has only
a fixed, finite amount of “memory” and is only allowed one pass
over the “input”. Can such a machine recognise the language

L = { anbn | n ∈ N }

over the alphabet { a, b } ? Observe that as the automaton
reads the string of a’s it must count them, so that it can later
check that there are equally many b’s. Since the string of a’s
can be of any length whatever, there will be cases where the
automaton runs out of memory before reaching the end of
the string, and in such a case it will be unable to determine
whether or not the a’s are followed by the correct number of
b’s. Therefore (informally) we see that it is impossible for any
DFA to recognise L, and so L is not regular.

Note that this problem would disappear if we set a bound
on the number of a’s: for example, it is easy to show that

L′ = { anbn | 0 ≤ n < 1 000 000 }

can be recognised by a DFA with 2 000 000 states. (Exercise.
Can it be done with fewer?)

Again, the problem would disappear if the automaton
were allowed to scan the input more than once, and to keep
notes concerning which part of the word has been read already.
Exercise. Using such techniques, devise a procedure which
enables us to recognise the language L above. This leads into
the topic of Turing machines, a far more powerful type of
automaton than DFAs. Turing machines are studied in detail
in MATH3400.
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The above argument showing that

L = { anbn | n ∈ N }

is not regular can be made more precise. Suppose that L is
regular; it is therefore recognised by a DFA with (say) m states.
Consider what happens when the word

w = ambm

is “processed” by this DFA. Suppose that, beginning in state
q1, the first m letters take us to a state qj , and the remainder to
an accepting state qk. Up to and including qj , there have been
visited m+1 states; but since the DFA has only m states, some
state qi must have been visited twice. Thus the transitions look
like this:

q1 → · · · → qi

an

︷ ︸︸ ︷

→ · · · · · · → qi → · · · →
︸ ︷︷ ︸

am

qj → · · · · · · →
︸ ︷︷ ︸

bm

qk .

Excising from this path the circuit from qi to qi, we see that
the word

w′ = am−nbm

also takes us from the initial state to qk, an accepting state,
and so w′ is recognised by the DFA. Since w′ /∈ L, this is a
contradiction. The only possible conclusion is that no such
DFA can exist, and L is not regular.
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The argument in the preceding example can be generalised to
prove an important result.

Theorem. The Pumping Lemma, preliminary version. Let L
be a regular language over Σ. There exists a positive integer m
with the following property: any word w in L with length m or
more can be split into three substrings,

w = xyz ,

where x, y, z ∈ Σ∗ and y is not the empty word, in such a way
that

xynz ∈ L

for every n ∈ N.

Note.

• The name of the lemma comes from the image of
“pumping” more y’s into the word w.

• Though we can guarantee that y is not empty, it may be
that x or z or both are empty. In fact if we take y = ε the
result of the lemma is true but trivial.

• The strings x, y, z are in Σ∗, but need not be in L.

• Don’t forget that the conclusion of the theorem is valid for
n = 0 – this case is often very useful.

MATH2410 Automata & Algorithms 4.46: Proof

Proof. Since L is regular there is a DFA M which accepts
L; let m be the number of states in M. If w is a word in L
with ℓ(w) ≥ m, then the “processing” of w by M uses at least
m transitions, and therefore at least m + 1 states. Thus some
state qi occurs twice or more in the path determined by the
letters of w.

Let x be the string of symbols in w which takes us from the
initial state to the first qi; let y be a string which takes us from
qi back again to qi; and let z be the remainder of w, which
therefore takes us from this qi to some accepting state qk. Then

• w = xyz;

• y is not the empty string as it begins and ends at separate
occurrences of qi;

• every word xynz is accepted by M since it corresponds to
a path going from q1 to qi, then around a circuit n times,
returning to qi, and finally from qi to the accepting state
qk.

This completes the proof.

Corollary. The integer m in the Pumping Lemma may be
taken to be the number of states in any DFA which recognises
L.
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Example. Let L = { anb cn | n ∈ N }. Since, as in an earlier
example, recognising such a language will require us to count
arbitrarily many a’s, we would not expect L to be regular. To
prove this formally we may make use of the Pumping Lemma,
as follows.

Suppose that L is regular and is recognised by a DFA M having
m states. Let

w = akb ck ∈ L ,

where k is chosen such that ℓ(w) = 2k + 1 ≥ m. In order to
apply the Pumping Lemma we write w = xyz with y 6= ε.
There are three cases to consider.

• Suppose that y contains b. According to the Pumping
Lemma, the word xy2z is in L. But this is impossible as
xy2z contains two b’s.

• Suppose that y is a string of a’s. Then, say,

x = as , y = at , z = ak−s−tb ck

with t 6= 0. Applying the Pumping Lemma with n = 0
gives xz ∈ L, that is, ak−tb ck ∈ L. However this is not
true since the number of a’s and the number of c’s are
unequal.

• The only remaining possibility is that y is a string of
c’s, say y = ct with t 6= 0. Again applying the Pumping
Lemma with n = 0 we find that akb ck−t ∈ L, which is not
true.

Since we have eliminated all possibilities, we must conclude
that our initial assumption was wrong, that is, that L is not
regular.
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Example. Take a singleton alphabet Σ = { a }, and consider

L = { ak2 | k ∈ N } ,

that is, the language consisting of all words whose length is a
perfect square.

Suppose that L is recognised by a DFA with m states. Let

w = ak2

be chosen with length k2 ≥ m. Writing w = xyz we have

y = at

for some t > 0; therefore, by the Pumping Lemma,

xynz = ak2+(n−1)t

is in L for every n ∈ N. It is possible to show that there is a
value of n for which k2 + (n − 1)t is not a square, and so the
word is not in L after all. Therefore we have a contradiction,
and L is not regular.

In fact finding a suitable value of n is a little tricky; later on we
shall see an easier method of solving this problem.
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The following example is not only difficult, but impossible!

Example. Let Σ = { a, b } and

L = {w ∈ Σ∗ | w has equally many a’s and b’s } .

By the customary “computation” argument we should expect
that L is not regular. Let’s try to prove it by using the Pumping
Lemma.

Assume that L is recognised by a DFA with m states; let w be
a word in L of length no less than m, and write w = xyz with
y non-empty.

• If y has unequal numbers of a’s and b’s, then w′ = xy2z
also has unequal numbers of a’s and b’s. Therefore w′ /∈ L,
contrary to the Pumping Lemma.

• If y has equal numbers of a’s and b’s, then for any n ∈ N

the word xynz is in L; thus the conclusion of the Pumping
Lemma is satisfied and we do not get a contradiction.

Thus it appears that we cannot rule out all possibilities for y,
and we therefore have failed to prove that L is not regular.
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In fact, the Pumping Lemma is true for the above language L.
For if w ∈ L has length ℓ(w) ≥ 1 then we have

w = xyz

with x = ε, y = w and z = ε, and it is easy to see that

xynz = wn ∈ L

for each n.

Comments.

• We shall show later that L is in fact not regular. Thus, if
a language satisfies the conclusion of the Pumping Lemma
it need not be regular. In other words, the converse of the

Pumping Lemma is false.

• Observe that our methods of proving that a language
is regular are completely different from our methods of
proving that a language is not regular. We know of no
method (so far) which will do both jobs.

Returning to the example on the previous page, we see that it
is impossible to salvage the attempt to prove L not regular by
cleverly choosing some specific w. We need a stronger form of
the Pumping Lemma. The key observation is that instead of
considering a word w of length m or more, we might just as well
consider a longer word which contains such a w as a subword.
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Theorem. The Pumping Lemma, full version. Let L be a
regular language over Σ. There exists a positive integer m with
the following property: if w′ww′′ is a word in L with ℓ(w) ≥ m,
then w can be split into three substrings,

w = xyz ,

where x, y, z ∈ Σ∗ and y is not the empty word, in such a way
that

w′xynzw′′ ∈ L

for every n ∈ N.

Note. By taking w′ = w′′ = ε we retrieve the preliminary
version of the Pumping Lemma.

Proof. Apply the ideas of the Pumping Lemma proof and the
example preceding it to the following diagram.

q1 → · · · →
︸ ︷︷ ︸

w′

qj

x
︷ ︸︸ ︷

→ · · · → qi

y
︷ ︸︸ ︷

→ · · · → qi

z
︷ ︸︸ ︷

→ · · · →
︸ ︷︷ ︸

w

ql → · · · →
︸ ︷︷ ︸

w′′

qk .

Comment. In effect, this improvement means that when
applying the Pumping Lemma, we can narrow down the
possibilities for y by considering only a part of a word instead
of the whole word. This enables us to solve our most recent
problem, and to simplify the proofs of earlier examples.
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Examples.

1. Let

L = {w ∈ Σ∗ | w has equally many a’s and b’s } .

Suppose that L = L(M) for some DFA M with m states,
and consider the word ambm ∈ L. This word can be
written as w′w w′′, where

w′ = ε , w = am , w′′ = bm .

Since ℓ(w) = m the strong version of the Pumping Lemma
may be applied. Let w = xyz with y non-empty; clearly
y = at for some t > 0. Then the lemma says that L
contains, for example,

w′xy0z w′′ = am−tbm ;

but this is clearly not true. Thus L is not regular.

2. Consider
L = { ak2 | k ∈ N } .

As usual, suppose L is accepted by an m-state DFA; now
consider the word am2 ∈ L. Write this word as w′w w′′,
where

w′ = am2−m , w = am , w′′ = ε .

Let w = xyz where y 6= ε; clearly we have y = at with
0 < t ≤ m. Then, by the Pumping Lemma,

w′xy2z w′′ = am2−mam+tε = am2+t

is in L. But this is impossible: we have

m2 < m2 + t ≤ m2 + m < m2 + 2m + 1 ,

and therefore m2+t, being strictly between two consecutive
squares, cannot itself be a square. We have a contradiction,
and hence L is not regular.
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3. Returning to our first example above, take

L = { anb cn | n ∈ N } .

If L is recognised by an m-state DFA, consider the word
amb cm and write it as the concatenation of

w′ = amb , w = cm and w′′ = ε .

Let w = xyz, y 6= ε; as in the previous examples we
have only one possibility for y, namely, y = ct. Then, for
example,

w′xy0z w′′ = amb cm−t ;

and this is not in L, contrary to the Pumping Lemma. So
L is not a regular language.

Note that a successful application of the Pumping Lemma will
normally rely on two ideas:

• a good choice of the word w′w w′′; for instance, in
example 2 we could have chosen the word ak2

with any
k ≥ √

m, but the solution became much easier on choosing
specifically k = m;

• a good choice of the subword w; in each of the three
preceding examples we were able to choose w to consist
of repetitions of a single letter, and we had, therefore,
essentially only one possibility for the substring y.
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Given a DFA M, how can we tell if it accepts any words at all?
How can we tell if it accepts a finite or an infinite language?
And given two DFAs, how can we tell whether or not they
accept the same language?

We would like to be able to answer each of these questions
by means of an algorithm, that is, a procedure which, for any
given DFA(s), will return the answer after a finite number of
computational steps. Such algorithms do exist, and can be
proved correct by using the Pumping Lemma.

Theorem. Let M be a DFA with m states. Then L(M) is
non-empty if and only if M accepts some word of length less
than m.

Proof. Suppose that L(M) 6= ∅, and let w be the shortest
word in L(M). If w has length m or more we can write
w = xyz with y 6= ε and we may conclude, by the Pumping
Lemma, that xz is also in L(M). But this is impossible since
xz is shorter than w, which was chosen as the shortest word in
L(M). Therefore the length of w is less than m.

This proves one half of the result; the converse is obvious.
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This theorem provides us with an algorithm for testing
whether or not the language accepted by a given DFA M is
empty: “run” M on all input words of length less than m, the
number of states in the DFA. This is a finite job; if one or more
of the words is accepted then clearly L(M) is non-empty, while
if none is accepted then, according to the theorem, no word at
all is accepted, and L(M) is empty.

We can also determine, given two DFAs M1 and M2, whether
or not L(M1) is a subset of L(M2). Use the constructions
given in earlier pages to obtain a DFA M such that

L(M) = L(M1) − L(M2) ,

and then apply the above algorithm to determine whether or
not L(M) is empty. Since

L(M1) ⊆ L(M2) if and only if L(M1) − L(M2) = ∅ ,

this answers our question. In Problem Sheet 4, Question 10
you are asked to give full details of this algorithm.

Consequently, we can easily devise an algorithm to tell whether
or not the languages accepted by two given DFAs are the
same: simply use the ideas of the previous paragraph twice to
determine whether or not the statements

L(M1) ⊆ L(M2) and L(M2) ⊆ L(M1)

are both true.
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Theorem. Let M be a DFA with m states. Then L(M)
is infinite if and only if M accepts some word w with
m ≤ ℓ(w) < 2m.

Proof. Suppose M accepts a word w with m ≤ ℓ(w). Then
by the Pumping Lemma there exist x, y, z such that L(M)
contains xynz for n = 0, 1, 2, . . . , and clearly L(M) is infinite.

Conversely, suppose that L(M) is infinite. Then L(M) contains
words of length m or more; let wmin be such a word of minimal
length. If ℓ(wmin) ≥ 2m we may write wmin = w′w w′′, where

w′ = ε , ℓ(w) = m , ℓ(w′′) = ℓ(wmin) − m ≥ m .

Writing w = xyz with y 6= ε, the Pumping Lemma (with n = 0)
shows that L(M) contains the word

xz w′′ .

But this word has length at least m, since ℓ(w′′) ≥ m, and yet
is shorter than wmin. This contradiction shows that wmin must
have length less than 2m, and therefore is a word such as we
seek:

m ≤ ℓ(wmin) < 2m .

Once again we obtain from the theorem an algorithm for
telling, given a DFA M with m states, whether or not L(M) is
infinite. “Run” M on all possible words w with m ≤ ℓ(w) < 2m.
There are only finitely many such words, so the computation is
guaranteed to finish, and then the theorem tells us that L(M)
is infinite if and only if one or more of the words was accepted.
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We complete this section by giving one more characterisation
of regular languages.

Definition. Let L be a language over an alphabet Σ. For any
string x ∈ Σ∗ define the tail (with respect to L) of x by

T (x) = TL(x) = {w ∈ Σ∗ | xw ∈ L } .

Examples.

1. Let L : (ab ∪ b)∗. Then

TL(x) =







∅ if x contains aa;

L if x does not contain aa and ends in b,
or if x = ε;

{ b }L if x does not contain aa and ends in a.

2. For L = {words ending in abc } over Σ = { a, b, c }, we
have

TL(x) =







{ ε } ∪ L if x ends in abc;

{ c } ∪ L if x ends in ab;

{ bc } ∪ L if x ends in a;

L otherwise.

3. If L = { anbn | n ∈ N } then

TL(x) =







{ ambk+m | m ∈ N } if x = ak with k ≥ 0;

{ bk−l } if x = akbl with k ≥ l > 0;

∅ otherwise.
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Lemma. Properties of TL(x).

(a) For any language L we have TL(ε) = L.

(b) TL(x) is non-empty if and only if x is an initial segment of
some word in L.

(c) If TL(x) = TL(y) then TL(xz) = TL(yz) for any z ∈ Σ∗.

(d) For any L we have ε ∈ TL(x) if and only if x ∈ L.

(e) Suppose that TL(x) = TL(y). Then x ∈ L iff y ∈ L; that
is, either both x and y are in L, or neither is.

Proof. Parts (a), (b), (d) are left as exercises. Note that for
any strings w and x, rephrasing the definition of the tail gives

w ∈ TL(x) if and only if xw ∈ L .

(c) Suppose that TL(x) = TL(y). For any z, w ∈ Σ∗ we have

zw ∈ TL(x) if and only if zw ∈ TL(y)

and therefore

xzw ∈ L if and only if yzw ∈ L .

Hence w ∈ TL(xz) if and only if w ∈ TL(yz), that is,

TL(xz) = TL(yz) .

(e) Let TL(x) = TL(y). From part (d) we have

x ∈ L ⇔ ε ∈ TL(x) ⇔ ε ∈ TL(y) ⇔ y ∈ L .

Note that, in general, TL(xz) = TL(yz) does not imply that
TL(x) = TL(y). For instance, refer back to Example 1 on the
previous page and take x = ba, y = aa, z = a. Then

T (xz) = ∅ = T (yz) ,

but
T (x) = { b }L and T (y) = ∅ .

MATH2410 Automata & Algorithms 4.59: Myhill–Nerode

Theorem. The Myhill–Nerode Theorem. A language L over
an alphabet Σ is regular if and only if the collection

{TL(x) | x ∈ Σ∗ }

is finite.

Proof. Suppose that L is regular; then, by Kleene’s Theorem,
L is recognised by a DFA M = 〈Q, q1, δ, F 〉. We have

w ∈ TL(x) ⇔ xw ∈ L

⇔ δ∗(q1, xw) ∈ F

⇔ δ∗
(
δ∗(q1, x), w

)
∈ F ;

hence, writing q = δ∗(q1, x), we find

TL(x) = {w ∈ Σ∗ | δ∗(q, w) ∈ F } .

But now observe that the set TL(x) is completely determined
by the state q; since there are only finitely many q, there can
be only finitely many different TL(x). This proves half of the
theorem.

Conversely, suppose that

{TL(x) | x ∈ Σ∗ }

is a finite set; we shall construct a DFA which recognises L.
In fact the T (x) themselves will form the states of M: this is
permissible as there are only finitely many of them. We define,
then,

M = 〈Q, q1, δ, F 〉
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with

Q = {T (x) | x ∈ Σ∗ } ;

q1 = T (ε) ;

δ(T (x), a) = T (xa) for each T (x) ∈ Q and a ∈ Σ ;

F = {T (x) ∈ Q | x ∈ L } .

Since x is not uniquely determined by T (x) we must check that
δ and F are well-defined; in fact, this follows from parts (c)
and (e) respectively of the previous lemma. Observe that
M is a DFA according to the definition. We shall show that
L(M) = L, from which it will follow that L is regular.

First we need another

Lemma. For any w ∈ Σ∗ we have δ∗(q1, w) = T (w).

Proof by induction on the length of w. If w = ε the result is

δ∗(q1, ε) = T (ε) ,

which is true since T (ε) is the initial state of M.

Now suppose that the result is known to be true for some
particular word w, and let a be a letter from Σ. Then

δ∗(q1, wa) = δ
(
δ∗(q1, w), a

)

= δ
(
T (w), a

)

= T (wa) ,

and so the result is also true for wa. By induction, therefore,

δ∗(q1, w) = T (w)

for all w ∈ Σ∗, and the lemma is proved.
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Proof of the Myhill–Nerode Theorem (concluded). For any
word w in Σ∗ we have

w ∈ L(M) ⇔ δ∗(q1, w) ∈ F

⇔ T (w) ∈ F

⇔ T (w) = T (x) for some x ∈ L

⇔ w ∈ L .

Thus L(M) = L. That is, L is the language recognised by the
DFA M, and is therefore regular.

Comment. Suppose that L is regular. By carefully examining
the proof of the Myhill–Nerode Theorem, we see that not only
is the number of elements of

{TL(x) | x ∈ Σ∗ }

finite, but it is at most equal to the number of states in the
smallest DFA which recognises L.
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Examples.

1. First we use example 1 from page 57 to illustrate the
method of proof on page 59. The language L matching the
regular expression (ab ∪ b)∗ is recognised by the following
DFA.

From the diagram we see that

T (ε) = {w ∈ Σ∗ | δ∗(q1, w) = q1 } ,

T (a) = {w ∈ Σ∗ | δ∗(q2, w) = q1 } ,

T (b) = {w ∈ Σ∗ | δ∗(q1, w) = q1 } ,

T (aa) = {w ∈ Σ∗ | δ∗(q3, w) = q1 } ,

T (ab) = {w ∈ Σ∗ | δ∗(q1, w) = q1 }

and so forth. It can be seen that, although we can calculate
T (x) for infinitely many words x, we shall only ever get
three different results, corresponding to the three states of
the DFA. In fact, the three possible values of T (x) are just
those given in the example on page 57.
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2. We can likewise illustrate the second part of the proof of
the Myhill–Nerode Theorem. In example 2 from page 57
we may write the tails as

T1 = { ε } ∪ L = T (abc)

T2 = { c } ∪ L = T (ab)

T3 = { bc } ∪ L = T (a)

T4 = L = T (ε) .

Thus we have a DFA with state set Q = {T1, T2, T3, T4 };
initial state q1 = T (ε) = T4; set of accepting states
F = {T (x) ∈ Q | x ∈ L } = {T1 }; and transitions given
by, for example,

δ(T2, c) = δ(T (ab), c) = T (abc) = T1 ,

δ(T2, a) = δ(T (ab), a) = T (aba) = T (a) = T3 .

Computing the remaining values of δ gives the following
digraph,

and it may be checked that this DFA does indeed accept
the language L.
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3. Using the Myhill–Nerode Theorem we can confirm that
the languages in the previous two examples are regular, as
they have only finitely many different tails.

On the other hand, there are infinitely many T (x) in
example 3 from page 57. The easiest way to see this is to
observe that if x = akbl with k ≥ l > 0, then

T (x) = { bk−l } ;

and k − l may be any element of N. Therefore (as we knew
already) the language of example 3,

L = { anbn | n ∈ N } ,

is not regular.

4. Let Σ = { a } and

L = { an | n is a power of 2 } .

Here it is, perhaps, not so easy to write down all

possibilities for TL(x). However, for any k ≥ 0 we have

T
(
a2k)

= { ε, a2k

, a3×2k

, a7×2k

, a15×2k

, . . . } ,

and by considering the shortest non-empty word we can
see that all these sets are different. So there are infinitely
many distinct tails TL(x), and therefore L is not regular.


